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ABSTRACT

Learned cardinality estimation (CE) has recently gained significant
attention for replacing long-studied traditional CE with machine
learning, especially for deep learning. However, these estimators
were developed independently and have not been fairly or compre-
hensively compared in common settings. Most studies use a subset
of IMDB data which is too simple to measure their limits and deter-
mine whether they are ready for real, complex data. Furthermore,
they are regarded as black boxes, without a deep understanding of
why large errors occur.

In this paper, we first provide a taxonomy and a unified workflow
of learned estimators for a better understanding of estimators. We
next comprehensively compare recent learned CE methods that
support joins, from a subset of tables to full IMDB and TPC-DS
datasets. Under the experimental results, we then demystify the
black-box models and analyze critical components that cause large
errors. We also measure their impact on query optimization. Finally,
based on the findings, we suggest realizable research opportunities.
We believe that a deeper understanding of the behavior of exist-
ing methods can provide a more comprehensive and substantial
framework for developing better estimators.
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1 INTRODUCTION

Recent advances in deep learning have influenced database research
areas as well, including the query optimization in DBMSs [11, 31].
Especially, the cardinality estimation (CE) of intermediate results
has gained significant attention [1, 12, 17, 19, 24, 28] since it lies at
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the core of query optimization for producing good execution plans
[9].

We focus on the learned CE based on machine learning (ML)
and deep learning (DL) techniques, to replace the traditional CE
methods relying on ad-hoc assumptions of the data, e.g., uniformity
and independence [10]. By removing such assumptions, learned
estimators improve estimation accuracy by a largemargin. However,
as raised in [25], the question remains whether learned estimators
are ready for production, especially for real, complex data with
joins.

Existing learned CE benchmarks [18, 25] and methods [3, 27, 28,
32] neither compare against existing methods comprehensively nor
reflect real, complex data. They either 1) use single-table datasets
only [1, 3, 4, 19, 25], 2) use multi-table datasets that are too simple
(star-shaped schemawith six tables only) [5, 8, 26, 28], or 3) compare
with a few DL architectures or traditional methods only [3, 18].
Furthermore, all these studies treat the learned estimators as black-
box models [25] without a deep understanding of why large errors
occur. Without such understanding, using them in commercial
DBMSs with real data would be dangerous.

In this paper, we conduct in-depth experiments and analysis of
the learned estimators (published at major conferences and journals
before July 2021) using the simple settings of previous studies to
more complex settings, including high-dimensional data in IMDB
and TPC-DS benchmarks over 20 tables and 400 columns. We add-
ress the limitation of the learned estimators, demystify when and
where they fail, and suggest research opportunities to overcome
their problems. Apart from suggestions, we provide meaningful
improvements over the existing methods that even outperform
state-of-the-art methods without relying on ensemble learning.

In summary, we
• provide a taxonomy and a unified workflow of learned esti-
mators for a high-level understanding (Section 2);

• propose new variations of the learned estimators that of-
ten outperform state-of-the-art methods on a database com-
monly used in previous studies (Section 2);

• comprehensively compare learned estimators using various
datasets and workloads, including our synthetic environ-
ments (Section 3);

• demystify the black-box models and analyze the critical com-
ponents that affect the performance (Section 4);

• improve the query optimization quality by injecting the
learned cardinalities (Section 5); and

• summarize lessons learned and propose practical research
opportunities that can facilitate future studies (Section 6).
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Table 1: Taxonomy of learned cardinality estimators including ours.

Estimator Category Learning Model Table Groups Inductive Bias
FCN (ours) Query Supervised Fully Connected Network 1 Strong inter-/intra-table predicate correlation

FCN+Pool (ours) Query Supervised Fully Connected Network + Pooling 1 Strong intra-table predicate correlation
MSCN [8] Query Supervised Multi-Set Convolutional Network 1 Weak predicate correlation
E2E [24] Query Multi-task sup. TreeLSTM 1 Recursive representation of subplans

DeepDB [5] Data Unsupervised Sum-Product Network N Hierarchy of independent subtables
DeepDB+JCT (ours) Data Unsupervised Sum-Product Network N DeepDB + Removed bias from training data

DeepDB+NARU (ours) Data Self-supervised Deep Autoregressive Model N Dependencies following a certain attribute order
NeuroCard [28] Data Self-supervised Deep Autoregressive Model 1 Dependencies following a certain attribute order

UAE [26] Query+Data Supervised+Self-sup. Deep Autoregressive Model 1 Dependencies following a certain attribute order

2 LEARNED CARDINALITY ESTIMATION

2.1 Problem Definition

In this paper, we focus on the CE of SPJ queries with inner joins as
it is the scope of the most current learned estimators. Extending
our problem to group by queries, UDFs, and theta joins, would be
interesting future work.

Definition 1. (Database). A database D is a triple (D𝑇 , D𝐽 ,
D𝐴), whereD𝑇 ,D𝐽 , andD𝐴 represent the sets of tables, PK-FK joins,
and attributes. A table 𝑇 ∈ D𝑇 has a set of attributes A𝑇 ⊆ D𝐴 .

Definition 2. (Query). A query𝑄 defined over a databaseD is a
triple (𝑇 (𝑄), 𝐽 (𝑄), 𝑅(𝑄)) where𝑇 (𝑄), 𝐽 (𝑄), and 𝑅(𝑄) represent the
set of tables (⊆ D𝑇 ), inner join predicates (⊆ D𝐽 ), and conjunction
of selection predicates, i.e., ∧{(𝐴,𝑜𝑝, 𝑣𝑎𝑙) |𝐴 ∈ D𝐴}.

Definition 3. (Cardinality Estimation). Given a database D
= (D𝑇 ,D𝐽 ,D𝐴) and a query𝑄 = (𝑇 (𝑄), 𝐽 (𝑄), 𝑅(𝑄)), our problem is
to estimate the cardinality 𝑐𝑎𝑟𝑑 (𝑄) of 𝑄 , i.e., the result of SQL "select
count(*) from 𝑇 (𝑄) where 𝐽 (𝑄) and 𝑅(𝑄)."

We define the domain and range as follows. The domain 𝑑𝑜𝑚(𝐴)
is defined for each column 𝐴 ∈ D𝐴 as the set of all distinct values
that appear in𝐴. The range of𝐴 w.r.t.𝑄 , 𝑅𝑄 (𝐴), is the set of values
in 𝑑𝑜𝑚(𝐴) satisfying all relevant predicates (𝐴,𝑜𝑝, 𝑣𝑎𝑙) ∈ 𝑅(𝑄).
If 𝑄 does not specify any predicate on 𝐴, i.e., wildcards of the
form 𝐴 ∈ ∗, then 𝑅𝑄 (𝐴) = 𝑑𝑜𝑚(𝐴). We define the query range as∏

𝐴∈D𝐴
𝑅𝑄 (𝐴), which is a hyper-rectangle of |D𝐴 | dimension. If

𝑄 is clear from the context, we use 𝑅(𝐴) instead of 𝑅𝑄 (𝐴).

2.2 Taxonomy and Trade-Offs

For a high-level view of learned estimators supporting joins, we
provide a taxonomy in Table 1. We divide the estimators as query-
/data-driven methods (Query/Data in the Category dimension).
We explain each dimension along with the trade-offs of learned
estimators in Figure 1.
Category.Query-drivenmethods use discriminativemodels that are
trained on a set of labeled training queries (𝑄 ′, 𝑐𝑎𝑟𝑑 (𝑄 ′)) to predict
the 𝑐𝑎𝑟𝑑 (𝑄) for a given query 𝑄 . To take 𝑄 as an input to an ML
model, 𝑇 (𝑄), 𝐽 (𝑄), and 𝑅(𝑄) are featurized into numerical vectors
(embeddings).We can then regard the problem as indirectly learning
a distribution from these embeddings to (normalized) 𝑐𝑎𝑟𝑑 (𝑄), i.e.,
how will 𝑐𝑎𝑟𝑑 (𝑄) change if we slightly perturb 𝑄?

Data-driven methods use generative models that are trained from
the data without labeled queries. These models learn the joint dis-
tribution 𝑃𝑉 (D𝐴) = 𝑃𝑉 (𝐴1, 𝐴2, ..., 𝐴𝑛) of the data, where 𝑉 is the
full outer join of the tables D𝑇 using PK-FK joins D𝐽 , and each
𝐴𝑖 ∈ D𝐴 is regarded as a random variable over 𝑑𝑜𝑚(𝐴𝑖 ). For any
𝑎𝑖 ∈ 𝑑𝑜𝑚(𝐴𝑖 ) over 𝑖 , 𝑃𝑉 (𝐴1 = 𝑎1, ..., 𝐴𝑛 = 𝑎𝑛) is defined as the

fraction of tuples (𝑎1, ..., 𝑎𝑛) in 𝑉 . Once a model is trained, to pre-
dict 𝑐𝑎𝑟𝑑 (𝑄), 𝑄 is translated into its query range (hyper-rectangle).
Its query density, 𝑃𝑉 (𝑄) B 𝑃𝑉 (𝐴1 ∈ 𝑅(𝐴1), ..., 𝐴𝑛 ∈ 𝑅(𝐴𝑛)), is
estimated instead of 𝑐𝑎𝑟𝑑 (𝑄) directly. Since 𝑃𝑉 (𝑄) represents the
fraction of tuples in the query range, 𝑐𝑎𝑟𝑑 (𝑄) can be induced as
|𝑉 | · 𝑃𝑉 (𝑄). We can also rewrite 𝑃𝑉 (𝑄) using an expectation as:

𝑃𝑉 (𝐴1 ∈ 𝑅(𝐴1), ..., 𝐴𝑛 ∈ 𝑅(𝐴𝑛)) = E
𝑡∼𝑉

[
Π𝑖 I𝑡 [𝐴𝑖 ] ∈𝑅 (𝐴𝑖 )

]
[28], (1)

where I𝑐 is an indicator variable; the value is 1 if 𝑐 is true and 0
otherwise. 𝑡 is a tuple in 𝑉 with projection on column(s) 𝐴 as 𝑡 [𝐴].

However, 𝑐𝑎𝑟𝑑 (𝑄) = |𝑉 | · 𝑃𝑉 (𝑄) holds iff 𝑇 (𝑄) = D𝑇 , where
each tuple 𝑟 in the result of 𝑄 is a tuple in 𝑉 . If 𝑇 (𝑄) ⊊ D𝑇 ,
a tuple 𝑟 in the result of 𝑄 appears 𝑚 times in 𝑉 , where 𝑚 =

|𝑟 ⊲⊳ ( ⊲⊳ 𝑇 ∈D𝑇 \𝑇 (𝑄)𝑇 ) |. Therefore, |𝑉 | · 𝑃𝑉 (𝑄) would count 𝑟 by
𝑚 times, but 𝑟 must be counted only once in computing 𝑐𝑎𝑟𝑑 (𝑄).

To correct this fanout effect, the E above is divided by the fanout
𝑓 of each 𝑡 ∈ 𝑉 [5, 28]. To compute 𝑓 , a pairwise fanout column 𝐹 𝐽 is
added to D𝐴 for each PK-FK join 𝐽 = (𝑇𝑎,𝑇𝑏 ) ∈ D𝐽 , storing |𝑡𝑎 ⊲⊳

𝑇𝑏 | for every 𝑡𝑎 ∈ 𝑇𝑎 . Then, 𝑓 is computed as
∏

𝑇𝑏∉𝑇 (𝑄) 𝑡 [𝐹 (𝑇𝑎,𝑇𝑏 ) ].
For example, if D𝑇 = {𝑇1,𝑇2,𝑇3}, D𝐽 = {(𝑇1,𝑇2), (𝑇2,𝑇3)}, and
𝑇 (𝑄) = {𝑇1}, then 𝑓 = 𝑡 [𝐹 (𝑇1,𝑇2) ] · 𝑡 [𝐹 (𝑇2,𝑇3) ]. If 𝑇 (𝑄) = {𝑇2}, then
𝑓 = 𝑡 [𝐹 (𝑇2,𝑇3) ]. In addition, a Boolean not-null column 𝑁𝑇 for each
table 𝑇 ∈ D𝑇 is added to D𝐴; 𝑡 [𝑁𝑇 ] is true iff a tuple 𝑡 contains 𝑇 .
Since we consider inner joins only, we should only count the tuples
𝑡 ∈ 𝑉 where 𝑡 [𝑁𝑇 ] is true for every 𝑇 ∈ 𝑇 (𝑄). Altogether,

𝑐𝑎𝑟𝑑 (𝑄) = |𝑉 | · E
𝑡∼𝑉

[∏
𝑖 I𝑡 [𝐴𝑖 ] ∈𝑅 (𝐴𝑖 ) ·

∏
𝑇 ∈𝑇 (𝑄) I𝑡 [𝑁𝑇 ]∏

𝑇𝑏∉𝑇 (𝑄) 𝑡 [𝐹 (𝑇𝑎,𝑇𝑏 ) ]

]
. (2)

E is estimated at inference (e.g., via sampling), and |𝑉 | is precom-
puted once in 𝑂 (∑𝑇 ∈D𝑇

|𝑇 |) time using dynamic programming
(DP), assuming that the schema is acyclic [28, 30]. From the DP,
auxiliary data called join count tables (JCTs) are also precomputed,
and are used to sample unbiased training tuples from 𝑉 [28].

Figure 1 shows the performance of learned estimators over vary-
ing database sizes, and we focus on the trade-offs of query- and
data-driven methods. Each method has a three-point trajectory over
three databases (please refer to Section 3.1 for details),𝐷𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙

(triangle),𝐷𝐼𝑀𝐷𝐵−𝑚𝑒𝑑𝑖𝑢𝑚 (square), and𝐷𝐼𝑀𝐷𝐵−𝑙𝑎𝑟𝑔𝑒 (circle), given
a fixed workload𝑊𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙 . The q-error measures accuracy, de-
fined as max(𝑐𝑎𝑟𝑑 (𝑄)/𝑐𝑎𝑟𝑑 (𝑄), 𝑐𝑎𝑟𝑑 (𝑄)/𝑐𝑎𝑟𝑑 (𝑄)) [8], where the
hat (̂ ) denotes estimates. If 𝑐𝑎𝑟𝑑 (𝑄) or 𝑐𝑎𝑟𝑑 (𝑄) is less than 1, it is
set to 1.We can first observe that accuratemethods have larger infer-
ence time, and largermodels require larger training time in general.

Query-driven methods tend to have higher errors than data-
driven methods, since query-driven methods heavily depend on
training queries. They are accurate only if the distributions of train-
ing and test queries are similar. Note that the set of test queries in
Figure 1 is fixed. As |D𝑇 | and |D𝐴 | increase, the training queries
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Figure 1: Performance of methods in Table 1 over varying

database sizes given a fixed set of test queries.

have more diverse patterns for 𝑇 (𝑄), 𝐽 (𝑄), and 𝑅(𝑄), so they be-
come more heterogeneous to test queries. Data-driven methods
are more robust on heterogeneous distributions since they do not
depend on training queries unlike query-driven methods.

However, query-driven methods have smaller inference/training
time and model size, especially on larger databases, due to the data-
independent model sizes. To capture 𝑃𝑉 , the size of data-driven
models typically increases as D𝑇 , D𝐴 , 𝑑𝑜𝑚(𝐴𝑖 ), and 𝑉 increase.
Learning. Learning with training queries is supervised, while learn-
ing without such queries is unsupervised. Some methods uniformly
sample tuples from 𝑉 using JCTs to train DL models, which we
distinguish as self-supervised.

Unsupervised learning has a clear advantage over supervised
learning; computing {𝑐𝑎𝑟𝑑 (𝑄 ′)} for training queries {𝑄 ′} is not
required, which can incur a large overhead (not shown in Figure 1).
Model, Table Groups, and Inductive Bias. The Model and Ta-
ble Groups dimensions in the taxonomy explain how the tables D𝑇

are grouped and what model is built on each group. The Inductive
Bias∗ dimension describes what information themodel architectures
(Figure 2) intend to capture. These add more trade-offs in Figure 1.

Among data-driven methods, the value ‘1’ in Table Groups de-
notes that a single universal model 𝑃𝑉 (D𝐴) is built over the full
outer join𝑉 of all tables (i.e., # of groups = 1). ‘N’ denotes N smaller
models, {𝑃𝑉𝑖 (D𝑖

𝐴
)}, each of which is built over the full outer join

𝑉𝑖 of a group of tables D𝑖
𝑇
⊆ D𝑇 and attributes D𝑖

𝐴
= ∪𝑇 ∈D𝑖

𝑇
A𝑇

for 1 ≤ 𝑖 ≤ 𝑁 , assuming that the predicates on different groups are
independent. Therefore, we can discard the parameters for capturing
the inter-group correlations and reduce the model size compared to
the universal model. This can increase the training and inference
efficiency, and also avoid overfitting due to the reduced parameters.
For example, DeepDB is significantly more efficient and accurate
than NeuroCard as the database size increases in Figure 1.

However, the independence assumption between table groups
may also degrade accuracy, when the discarded parameters were
needed to capture inter-group correlations, and they do not lead to
overfitting; we implemented DeepDB+NARU by replacing the ‘1’ of
NeuroCard with ‘N,’ but it had lower accuracy than NeuroCard.

We explain Inductive Bias with Figure 2, starting with query-
driven methods. Fully connected network (FCN) is intended to
capture both strong inter-/intra-table predicate correlations, by
concatenating 𝑅(𝐴)’s as an input (Figure 2a). Here, every 𝐴 ∈ D𝐴

is considered to support queries with arbitrary 𝑅(𝑄). The multiple
hidden layers in ‘NN’ capture every pairwise connection between
∗The set of assumptions that the learner uses to predict outputs of unseen examples.

predicates. In contrast, multi-set convolution network (MSCN)
assumes that predicate correlations are weak. In Figure 2b, the
elements in 𝑇 (𝑄), 𝐽 (𝑄), and 𝑅(𝑄) are taken as inputs for shared
layers (i.e., layers that are reused multiple times in the same model),
then compressed via mean pooling (i.e., element-wise aggregation).
This mean pooling weakly captures the correlations among 𝑇 (𝑄),
𝐽 (𝑄), and 𝑅(𝑄), separately. It is known that FCN is more accurate
than MSCN on single-table databases by better capturing intra-
table correlations [4], which is consistent with our observations in
Section 3. However, in multi-table databases, FCN has too many
connections to learn, resulting in overfitting and low accuracy as
in Figure 1.

Figure 2: Model architectures of learned estimators. ‘NN’

and ‘Hist’ denote neural network (typically a simple form

of 2-3 hidden layers) and histogram.

To utilize the benefits of FCN and MSCN, we propose FCN+Pool
(Figure 2c), intended to capture strong intra-table correlations only.
This reaches a sweet spot on the small and medium databases,
outperforming FCN and MSCN (Figure 1). However, FCN+Pool
also overfits on the large database.

E2E uses a tree-structured network,TreeLSTM, to embed query
plans and estimate their cardinalities and costs (Figure 2d). Each in-
put feature represents a plan node, and the hidden layers propagate
the information of a plan node to the parent node. Note that the
structure can take any plan as input; the hidden layers are shared
across all nodes and recursively applied to the nodes bottom-up.
The outputs from the root node contain the information of the
whole plan and are used to predict the cardinality and cost via
multi-task learning i.e., learning multiple objectives simultaneously.
However, if trained with cardinality only, E2E shows the worst
performance due to the lost permutation invariance (i.e., the output
does not change if we permute the input) that other methods have
(Figure 1). For example, E2E may generate different estimates for
two different input plans (𝐴 Z 𝐵) Z 𝐶 and 𝐴 Z (𝐵 Z 𝐶) for the
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same query. Therefore, E2E requires a larger number of patterns
(i.e., plans) to learn than other methods (i.e., queries), which leads to
lower generalizability, given the same number of training queries.

Deep autoregressive model (DAR) orders attributes, say ⟨𝐴1,
𝐴2, ..., 𝐴𝑛⟩, and factorizes the joint distribution 𝑃𝑉 (D𝐴) into

∏
𝑖

𝑃𝑉 (𝐴𝑖 |𝐴 𝑗<𝑖 ), assuming that 𝐴𝑖 depends on preceding attributes
𝐴 𝑗<𝑖 only. All 𝑃𝑉 (𝐴𝑖 |𝐴 𝑗<𝑖 )’s are approximated with a single neural
network that takes masked inputs of attribute values 𝑎 𝑗<𝑖 for 𝐴 𝑗<𝑖

and outputs 𝑃𝑉 (𝐴𝑖 |𝑎 𝑗<𝑖 ) using softmax (Figure 2e). Then, a value 𝑎𝑖
for𝐴𝑖 is sampled from this 𝑃𝑉 , and becomes an input for 𝑃𝑉 (𝐴𝑖+1 |·)
and so on. UAE further exploits the Gumbel-softmax technique
[6] to make the sampling differentiable and to enable additional
query-driven training. UAE is thus more accurate than NeuroCard
but requires much larger training time and memory (Figure 1).

Sum-Product Network (SPN) recursively, hierarchically splits
𝑃𝑉𝑖 (and 𝑉𝑖 ) into simpler distributions {𝑃𝑉𝑖,𝑀 } (and {𝑉𝑖,𝑀 }). Here,
each SPN node𝑀 corresponds to a distribution 𝑃𝑉𝑖,𝑀 , where 𝑉𝑖,𝑀
represents a sub-region of 𝑉𝑖 defined for𝑀 . Starting from the root
node 𝑆 where 𝑉𝑖,𝑆 = 𝑉𝑖 , each horizontal split of 𝑉𝑖,𝑀 corresponds
to a Sum node𝑀 of SPN (⊕), where each region consists of similar
rows. Each vertical split of 𝑉𝑖,𝑀 corresponds to a Product node𝑀
(⊗), where the attributes across the partitions are assumed indepen-
dent. After all splits, only the leaf nodes (e.g., five leaves in Figure
2f) are modeled with histograms. DeepDB allows only uni-variate
histograms having a single attribute. Thus, the split is repeated
until each region has a single attribute. To avoid generating too
many regions, horizontal splits do not occur for the regions whose
number of rows is below a threshold.

We notice that the training data of DeepDB has bias due to a
different sampling method than using JCTs. Hence, we implement
DeepDB+JCTwhich uses JCTs to remove this bias. This outperforms
DeepDB (Figure 1). We conclude that our methods, FCN+Pool
and DeepDB+JCT, achieve a good balance among query- and data-
driven methods.

2.3 Unified Workflow

The whole training and inference processes of both query-/data-
driven methods are depicted in a unified workflow (Figure 3), to
easily compare their commonalities and discrepancies. We explain
the omitted details from Section 2.2 only for brevity.

Figure 3: A unified flow of learned estimators.

Configuration and Data. The original data contains D = (D𝑇 ,
D𝐽 , D𝐴), and 𝑑𝑜𝑚(𝐴) for 𝐴 ∈ D𝐴 . A configuration includes tuned
hyperparameters, sample sizes, the maximum number of tables in
a group, functional dependencies provided by a user, etc.

Auxiliary Data. Auxiliary data can be generated for training and
inference from the original data. For example, query-driven meth-
ods sample tuples (e.g., 1K) from each table 𝑇 ∈ D𝑇 as auxiliary
data. For a query 𝑄 , they evaluate the predicates on the samples
of 𝑇 and use the resulting information (e.g., 1K bits representing
which samples are qualified) as an input feature for 𝑄 . This is a
signal of intra-table predicate correlation since qualified samples
are in

∏
𝐴∈A𝑇

𝑅(𝐴). This considerably affects accuracy [8]. E2E
pretrains small-size embeddings of categorical values as auxiliary
data. Data-driven methods build JCTs as auxiliary data

DeepDB computes Randomized Dependence Coefficients (RDCs),
a score of correlation between two variables [13], to group highly
correlated tables and vertically split over weakly correlated at-
tributes. Computing the RDCs for an 𝑟 -row, 𝑛-column dataset re-
quires𝑂 (𝑟 ·𝑛) memory and𝑂 (𝑟 ·𝑛2) time [5], which can be tremen-
dous. DeepDB uses sampled data to reduce 𝑟 . However, we observed
that the overheads can be still large for large-domain columns,
where the time complexity is also linear to the sum of domain sizes
[13]. We conjecture that this is why DeepDB discards the columns
whose domain size is larger than 10K.
Training Data and Loss Function.Wenotice that there is awide-
spread conception that query-driven methods may lack practicality
due to the large overhead of training data generation [17]. Comput-
ing 𝑐𝑎𝑟𝑑 (𝑄) for thousands of queries may take days using DBMSs,
unexpected or unbounded time for large join queries.

To mitigate this, we present a practical solution from the data-
driven methods. Similar to |𝑉 | computed by DP on tables D𝑇 ,
𝑐𝑎𝑟𝑑 (𝑄) can be computed by DP on tables 𝑇 (𝑄) (filtered by the
predicates 𝑅(𝑄) first), and just switching the join condition from
outer join to inner join. The DP here takes𝑂 ( |𝑅(𝑄) | ·∑𝑇 ∈𝑇 (𝑄) |𝑇 |)
time. In Section 3, we label training queries by 1) running Post-
greSQL with a timeout limit (e.g., 10 seconds) and 2) using JCTs
over timeout queries. This increases the labeling speed by 25 to 660
queries/hour compared to using PostgreSQL only.

Query-driven methods use the q-error as the loss function that
requires both 𝑐𝑎𝑟𝑑 (𝑄) and 𝑐𝑎𝑟𝑑 (𝑄) to compute. DAR-based meth-
ods use the negative log-likelihood (NLL) that requires 𝑃𝑉 (𝑡) of
sampled tuples {𝑡} only.
Probabilistic Translator and Evaluator. These parts only apply
to data-driven methods. Query-driven methods pass the query
directly to the featurizer in Figure 3. The translator generates a for-
mula to approximate 𝑐𝑎𝑟𝑑 (𝑄) (e.g., Equation (2)), where two types
of factors exist, |𝑉 | and E𝑡∼𝑉 . Methods using the table grouping
generate formulas with multiple E𝑡𝑖∼𝑉𝑖 ’s over the groups. See our
technical paper [21] for an example formula.

After the translation, each factor E𝑡∼𝑉 or E𝑡𝑖∼𝑉𝑖 is approximated
by an evaluator. SPN-based methods use a bottom-up traversal
on an SPN corresponding to 𝑃𝑉𝑖 (D𝑖

𝐴
) for approximating E𝑡𝑖∼𝑉𝑖 .

As a result, each node 𝑀 is assigned a value that represents the
approximated factor over its sub-region𝑉𝑖,𝑀 , i.e., Ê𝑡𝑖∼𝑉𝑖,𝑀 . First, all
the leaf nodes with relevant attributes in the factor are visited, and
their values are computed from the leaf histograms. Second, each
internal node aggregates the values of its children and generates its
own value. Sum nodes perform a weighted sum, where the weight
for a child node 𝐶 is the relative size of |𝑉𝑖,𝐶 | over all children.
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Table 2: Query coverage of learned cardinality estimators.

GROUP BY represents group size estimation.

Estimator String
Predicate

Disjunc-
tion

Cyclic
Join

Self
Join

FK-FK
Join

Theta
Join

Semi
Join

GROUP
BY

MSCN ✗ ✗ ✓ ✗ ✗ ✗ ✗ ✓
E2E ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✗

DeepDB ✓ ✗ ✗ ✗ ✓ ✗ ✗ ✗
NeuroCard ✓ ✗ ✗ ✗ ✗ ✗ ✗ ✗

UAE ✓ ✗ ✗ ✗ ✗ ✗ ✗ ✗

Product nodes multiply the child values using the independence
assumption. The output of the root node 𝑆 is Ê𝑡𝑖∼𝑉𝑖 since 𝑉𝑖,𝑆 = 𝑉𝑖 .

DAR-based methods exploit progressive sampling [29], a type of
Monte Carlo algorithm, which we have briefly explained in Section
2.2. The term ‘progressive’ indicates that each 𝑎𝑖 is sampled from
𝑃𝑉 (𝐴𝑖 |𝑎 𝑗<𝑖 ), which is refined from 𝑎 𝑗<𝑖 taken along the sampling.
Here, 𝑎𝑖 ∈ 𝑅(𝐴𝑖 ) is constrained for every 𝑖 , where𝑅(𝐴𝑖 ) is manually
computed from 𝑑𝑜𝑚(𝐴𝑖 ) and 𝑄 . This range projection is the major
bottleneck of the inference of DAR-based methods (see Section 3.3).
After iterating from 𝑖 = 1 to 𝑛, a sampled tuple 𝑡 = (𝑎1, 𝑎2, ..., 𝑎𝑛)
is weighted as

∏
𝑖 𝑃𝑉 (𝐴𝑖 ∈ 𝑅(𝐴𝑖 ) |𝑎 𝑗<𝑖 ) [29]. Multiple tuples are

sampled, and their weights are averaged and used as 𝑃𝑉 (𝑄).
For both types of methods, the not-null and fanout values, 𝑡 [𝑁𝑇 ]

and 𝑡 [𝐹 (𝑇𝑎,𝑇𝑏 ) ], are applied on the approximates as in Equation (2).
Query and Featurizer. The featurizer makes a big difference on
the estimator’s coverage (i.e., how complex the supported queries
could be), which we summarize in Table 2. It is important to know
and extend the coverage of learned estimators, since real-world
queries can contain complex syntax, such as FK-FK join, group by,
and disjunction [20]. Since E2E directly extracts the input features
from the query plans, it has the largest coverage among all esti-
mators. While other methods are not ready to support complex
queries, MSCN has expanded its coverage to group by queries [7],
although it supports numerical predicates only.

We now explain how 𝑄 is featurized. First, for each predicate
(𝐴,𝑜𝑝, 𝑣𝑎𝑙),𝐴 and 𝑜𝑝 are one-hot encoded [8], while 𝑣𝑎𝑙 is 1) simply
normalized if it is numeric and 2) one-hot encoded (with |𝑑𝑜𝑚(𝐴) |
bits) if it is categorical; if |𝑑𝑜𝑚(𝐴) | is large, E2E uses the pretrained
embeddings. If 𝑣𝑎𝑙 is a list, E2E embeds it as the average of the item
embeddings. However, the averaging approach does not work if
𝑣𝑎𝑙 is a list of numeric values where the average of the normalized
values coincides with another normalized value instead of a list.
E2E is the only method that tries to support disjunctive predicates
by max pooling on the predicate features; min pooling is used for
conjunctions [24]. Second, the tables in 𝑇 (𝑄) and joins in 𝐽 (𝑄)
are also one-hot encoded [8]. E2E, however, regards each join as
(𝐴𝑖 , 𝑜𝑝,𝐴 𝑗 ) and encodes each item. This enables E2E to support a
wider spectrum of join queries, for example, theta joins.

Data-driven methods also embed attribute values of a column
𝐴 to reduce the model size, when 𝑑𝑜𝑚(𝐴) is large. Still, storing all
embeddings requires 𝑂 ( |𝑑𝑜𝑚(𝐴) |) space, which can be extremely
large. The overhead is even increased due to the discretization of
numeric values in NeuroCard, which typically have extremely
large domains. To reduce the overall domain sizes, NeuroCard
proposes a lossless factorization that splits columns into multiple
sub-columns. If a column 𝐴 requires 𝑁 bits to represent 𝑑𝑜𝑚(𝐴)
and we factorize it into multiple 𝐵-bit columns, the number of
resulting sub-columns will be ⌈𝑁 /𝐵⌉, each having the domain size
𝑂 (2𝐵). Therefore, the total domain size decreases from 𝑂 (2𝑁 ) to

⌈𝑁 /𝐵⌉ ·𝑂 (2𝐵), for example, from 1M to 2K when 𝑁 = 20 and 𝐵 = 10.
These sub-columns are trained as ordinary columns, and selection
predicates should be adjusted accordingly.
Model.Here, we emphasize how the learned estimatorsmodel prob-
ability distributions. Since the DAR-based methods use softmax,
they are flexible for capturing arbitrary-shaped distributions; inci-
dent values can have very different probabilities. However, many
values of large-domain columns would be unseen at training, and
their learned probabilities would be far from the true ones.

The histograms in SPNs regard the probabilities of unseen values
as zero, which incurs a significant under-estimation problem (Sec-
tion 3).We say that these are vulnerable to the zero-shot problem [15].

Query-driven methods embed attribute values and model the
distribution of 𝑐𝑎𝑟𝑑 (𝑄) over these embeddings with continuous
functions (neurons). Since the 𝑐𝑎𝑟𝑑 (𝑄) of unseen values can be
interpolated from similar seen values, query-driven methods less
suffer from the zero-shot problem.

2.4 Related Work

We explain other related work not discussed in the previous sec-
tions. BayesCard [27] exploits table grouping and Bayesian Net-
works (BNs) to model 𝑃𝑉𝑖 (D𝑖

𝐴
). It uses progressive sampling as the

evaluator. FLAT [32] extends DeepDB by allowing multi-variate
histograms and additional types of nodes other than Sum and Prod-
uct. These add more flexibility in modeling 𝑃𝑉 than DeepDB, i.e.,
the resulting tree-structured model of FLAT has a more flexible
form. DBEst++ [14] is a single-table, data-driven method for ap-
proximate query processing, supporting count, sum, and average
given group by queries. It uses mixture density networks and as-
sumes that a query template is known at training. Astrid [23] is a
string embedding method for CE, considering the frequencies of
string values. Fauce [12] is a query-driven estimator with new table,
join, and column encoding methods based on the join graphs and a
Word2Vec-like training. It measures the level of data and model
uncertainties, and resamples or retrains with the training queries to
reduce these uncertainties. EMP [18] evaluates its own FCN, RNN,
and tree ensemble models without existing methods. AWR [25] eval-
uates traditional and learned estimators on single-table datasets,
including synthetic datasets with varying skewness, correlation,
and domain size. The authors suggest logical criteria and evaluate
whether the estimators satisfy them. However, the estimators are
treated as black-box models. Thus, no further demystification has
been conducted. Our work is different from these in three ways: 1)
we compare multi-table learned estimators including the state-of-
the-arts, using from simple to complex, high-dimensional data, 2)
we propose meaningful variations of existing methods that even
outperform the state-of-the-arts, and 3) we provide interesting ap-
proaches to demystify the learned models and explain how and
why they suffer from large errors.

3 EXPERIMENTAL RESULTS

To increase the depth of the experiments, we additionally implement
four learned estimators by combining the components of existing
methods in Section 2. We evaluate the performance of learned
estimators to answer the following research questions:

• Q1.How do the five existing and four new learned estimators
perform on various datasets andworkloads? (Sections 3.2, 3.3)
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• Q2. How do the data and query characteristics affect the
estimation performance? (Section 3.4)

• Q3.When and why do the learned estimators generate large
errors? (Section 4)

• Q4.Do the learned estimates improve the query optimization
quality? (Section 5)

3.1 Experimental Setup

Datasets. We use IMDB [9] as in previous papers [5, 8, 24, 27, 28]
and TPC-DS [16] with scale factor one (GB). For each dataset, we
use different databases to train and test the capability of learned es-
timators from a small database that only supports simple workloads,
up to a large database considering production scenarios where users
might query on any table or column. Table 3 shows the statistics.

The 𝐷𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙 database is used in previous papers [5, 8, 24,
27, 28]. 𝐷𝐼𝑀𝐷𝐵−𝑚𝑒𝑑𝑖𝑢𝑚 is the smallest database on which we can
run both the𝑊𝐽𝑂𝐵−𝑙𝑖𝑔ℎ𝑡 and the𝑊𝐽𝑂𝐵−𝑀 workloads used in [28].
𝐷𝐼𝑀𝐷𝐵−𝑙𝑎𝑟𝑔𝑒 and 𝐷𝑇𝑃𝐶−𝐷𝑆−𝑙𝑎𝑟𝑔𝑒 are the full databases of IMDB
and TPC-DS. 𝐷𝑇𝑃𝐶−𝐷𝑆−𝑏𝑒𝑛𝑐ℎ consists of tables and columns used
in the original TPC-DS benchmark queries. Note that, since data-
driven methods cannot support cyclic schemas, we perform a BFS
from the title table on the IMDB schema (and item table on TPC-DS
schema)when generating𝐷𝐼𝑀𝐷𝐵−𝑙𝑎𝑟𝑔𝑒 (and𝐷𝑇𝑃𝐶−𝐷𝑆−𝑏𝑒𝑛𝑐ℎ/𝑙𝑎𝑟𝑔𝑒 ).
To the best of our knowledge, this is the first paper to use the full
IMDB and TPC-DS databases to test the scalability of learned esti-
mators.

We generate single-table, synthetic databases (𝐷𝑆𝑦𝑛−𝑆𝑖𝑛𝑔𝑙𝑒 ) fol-
lowing [25, 27]. The table (database) has 1M rows and ten ordered
columns, and is specified by three parameters, 𝑑 , 𝑠 , and 𝑐 , where 𝑑
denotes the domain size of all columns, 𝑠 denotes the skewness of
the first column, and 𝑐 denotes the correlation between columns.
Refer to our technical paper [21] or [25, 27] for details.

We newly generate multi-table, synthetic datasets (𝐷𝑆𝑦𝑛−𝑀𝑢𝑙𝑡𝑖 ),
where we fix the number of tables to ten and the number of rows
(𝑟 ) of every table to 1M. The tables 𝑇1, 𝑇2, ..., 𝑇10 have PK-FK joins
for all (𝑇𝑖 , 𝑇𝑖+1) pairs. To examine how fanout columns affect the
performance, we control the domain size 𝑑𝑓 and skewness 𝑠𝑓 for
the fanout distribution. Due to the space limitation, we explain the
detailed generation process in our technical paper [21].

Here, we isolate the effect of varying (𝑑 , 𝑠 , 𝑐) on 𝐷𝑆𝑦𝑛−𝑆𝑖𝑛𝑔𝑙𝑒 and
varying (𝑑𝑓 , 𝑠𝑓 ) on 𝐷𝑆𝑦𝑛−𝑀𝑢𝑙𝑡𝑖 . We expect that these datasets can
be used as building blocks for generating other complex datasets,
e.g., having multiple n-ary tables with varying correlations.
Test Workloads.We use the five workloads in Table 3 for IMDB.
𝑊𝐽𝑂𝐵−𝑙𝑖𝑔ℎ𝑡 consists of 70 queries that are used in [5, 8, 26, 28].
𝑊𝐽𝑂𝐵−𝑀 consists of 113 queries used in [28]. For each IMDB/TPC-
DS databaseD𝑑 , we generate 1K test queries (as in [27, 28]) denoted
as the𝑊𝑑 workload. Please refer to our technical paper [21] for
generating synthetic queries. Here, the queries with non-zero car-
dinalities are used.

For TPC-DS, we generate two workloads in Table 3. TPC-DS-
sub consists of 229 sampled subqueries of the 99 original TPC-
DS benchmark queries where all subqueries 1) are SPJ queries,
2) have equi-join conditions only, and 3) have each table in D𝑇

appearing at most once, so that all queries are supported by most
of the compared estimators. Note that most of the estimators do

not support complex operators (e.g., group by, theta joins) of the
original TPC-DS benchmark queries, as we show in Table 2.

For each instance of 𝐷𝑆𝑦𝑛−𝑆𝑖𝑛𝑔𝑙𝑒 and 𝐷𝑆𝑦𝑛−𝑀𝑢𝑙𝑡𝑖 , we generate
10K test queries as in [25]. We fix |𝑇 (𝑄) | to two for 𝐷𝑆𝑦𝑛−𝑀𝑢𝑙𝑡𝑖 to
remove the effect of query size.
Training Queries. For each database, we generate 100K training
queries (as in [8, 24]) using the same method with generating syn-
thetic workloads.
Methods. We compare the learned estimators 1) published at ma-
jor conferences and journals before July 2021 and 2) which can
support joins with their own techniques other than just using an
independence assumption between tables. These include MSCN [8],
E2E [24], NeuroCard [28], DeepDB [5], and UAE [26]. We disabled
the multi-task learning of E2E for a fair comparison and extended
MSCN to use the E2E’s embeddings for non-numerical predicates.
We modified DeepDB and NeuroCard to support selection predi-
cates on join key columns. We newly implemented FCN, FCN+Pool,
DeepDB+JCT, and DeepDB+NARU as explained in Section 2.2. Our
codes, data, and queries are publicly available.[21]
Hyperparameters. If a DL-based estimator 𝐸 is trained over a
databaseD in the original paper, we use the same hyperparameters
when training 𝐸 overD. In other cases, we tune hyperparameters of
𝐸 following the original authors’ guide and a tuning tool, Ray.Tune.∗
Refer to our technical paper for details [21].
Running Environment. We conducted experiments on a Linux
machine with two Intel Xeon Gold 6130 CPUs, 512 GB RAM, and a
TITAN Xp GPU with 12 GB memory.

3.2 Accuracy of Learned Estimators

We first report how the estimators perform on varying IMDB and
TPC-DS databases and workloads, starting from the simplest ones.
𝑊𝐽𝑂𝐵−𝑙𝑖𝑔ℎ𝑡 on 𝐷𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙 . Figure 4a shows the q-error distribu-
tions of the estimators for𝑊𝐽𝑂𝐵−𝑙𝑖𝑔ℎ𝑡 over three IMDB databases.
Here, we explain the results over 𝐷𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙 , differentiating
over-/under-estimation cases. Surprisingly, our modified estimators,
DeepDB+JCT and FCN+Pool, are most accurate, even outperform-
ing the state-of-the-art estimator, UAE. DeepDB+JCT has the lowest
25-75% percentiles of q-errors, while FCN+Pool is the only method
that has single-digit q-errors for all queries.

Among the query-driven methods, FCN+Pool performs the best,
followed by MSCN, FCN, and E2E, which were explained in Section
2.2. Among the data-driven methods, DeepDB+JCT performs the
best. DeepDB+JCT outperforms DeepDB due to the unbiased train-
ing data and outperforms even NeuroCard and UAE. Therefore,
we conclude that the bias of DeepDB might be the core reason why
NeuroCard outperformed DeepDB in previous studies [27, 28]. By
comparing DeepDB+JCT and DeepDB+JCT+NARU, the SPN seems
more suitable than DAR for modeling 𝑃𝑉 for this database; learning
the distributions over the partitioned data regions is an easier prob-
lem than explicitly learning all columnar, conditional distributions
𝑃𝑉 (𝐴|·)’s. By comparing NeuroCard and DeepDB+JCT+NARU,
building a universal model over all tables seems better, due to the
removed independence assumption between multiple models. One
would then expect that building a universal SPN, say DeepDB-Uni,

∗https://docs.ray.io/en/latest/tune/index.html
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Table 3: Statistics of IMDB/TPC-DS databases and supported workloads. Lower/righter databases/workloads aremore complex.

‘# Tables’, ‘# Rows’, and ‘# Cols’ denote the number of tables, rows, and columns in 𝑉 .

Dataset Training Database # Tables # Rows # Cols Test Workload

𝑊𝐽 𝑂𝐵−𝑙𝑖𝑔ℎ𝑡 𝑊𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙 𝑊𝐽 𝑂𝐵−𝑀 𝑊𝐼𝑀𝐷𝐵−𝑚𝑒𝑑𝑖𝑢𝑚 𝑊𝐼𝑀𝐷𝐵−𝑙𝑎𝑟𝑔𝑒 𝑊𝑇𝑃𝐶−𝐷𝑆−𝑠𝑢𝑏 𝑊𝑇𝑃𝐶−𝐷𝑆−𝑙𝑎𝑟𝑔𝑒

IMDB
𝐷𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙 6 2 · 1012 14 O O
𝐷𝐼𝑀𝐷𝐵−𝑚𝑒𝑑𝑖𝑢𝑚 16 1 · 1013 41 O O O O
𝐷𝐼𝑀𝐷𝐵−𝑙𝑎𝑟𝑔𝑒 21 4 · 1014 108 O O O O O

TPC-DS 𝐷𝑇𝑃𝐶−𝐷𝑆−𝑏𝑒𝑛𝑐ℎ 24 7 · 1016 250 O
𝐷𝑇𝑃𝐶−𝐷𝑆−𝑙𝑎𝑟𝑔𝑒 24 7 · 1016 425 O O

would lead to the most accurate model. However, it fails at training
due to the large model size.

(a)𝑊𝐽 𝑂𝐵−𝑙𝑖𝑔ℎ𝑡 .

(b)𝑊𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙 .

Figure 4: Q-error distributions for varying databases. Boxes

represent 25 and 75% percentiles. Whiskers represent 5 and

95% percentiles.

𝑊𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙 on 𝐷𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙 . Figure 4b shows the results on our
synthetic workload. On𝐷𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙 , DeepDB+JCT shows the best
25-75% percentiles, and FCN+Pool has the lowest q-error overall.
Othermethods exceptMSCNoften result in q-errors larger than 100.

Data-driven methods have low tail performance; the q-errors
of NeuroCard and DeepDB+JCT+NARU reach up to 104. This
is due to the zero-shot problem (Section 2.3) especially on large-
domain columns, which we explain in detail in Section 4. UAE
suffers less from this problem due to the additional query-driven
training, focusing more on the data regions that are likely to be
covered by a query.
On 𝐷𝐼𝑀𝐷𝐵−𝑚𝑒𝑑𝑖𝑢𝑚 . For the larger database 𝐷𝐼𝑀𝐷𝐵−𝑚𝑒𝑑𝑖𝑢𝑚 , the
accuracy of almost all methods drops. UAE runs out of GPUmemory
at training due to the large DAR model size and the additional over-
head of query-driven training. DeepDB+JCT+NARU also fails due
to the large model size. While one could adopt the lossless factoriza-
tion of NeuroCard with the trade-off of model size and accuracy
[28], we omit this since it has no advantage over DeepDB+JCT.

Among all methods, DeepDB+JCT and NeuroCard are most
accurate on 𝑊𝐽𝑂𝐵−𝑙𝑖𝑔ℎ𝑡 and 𝑊𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙 , respectively. We no-
tice that NeuroCard shows better accuracy for some queries on
𝐷𝐼𝑀𝐷𝐵−𝑚𝑒𝑑𝑖𝑢𝑚 than 𝐷𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙 which is against our intuition
that larger databases result in larger errors. Due to the space limita-
tion, we explain this in our technical paper [21]. While the perfor-
mance of DeepDB+JCT remains similar compared to 𝐷𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙 ,

DeepDB becomes more accurate on𝑊𝐽𝑂𝐵−𝑙𝑖𝑔ℎ𝑡 but less accurate
on𝑊𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙 . Thus, training with unbiased data increases the
robustness as well.
On 𝐷𝐼𝑀𝐷𝐵−𝑙𝑎𝑟𝑔𝑒 .Here, the accuracy of all learned estimators drops.
However, DeepDB (also DeepDB+JCT) shows robust performance
due to the table grouping. In contrast, NeuroCard severely under-
estimates due to a large number of tables and columns for a univer-
sal model to learn. Therefore, we can conclude that the scalability of
a universal model is limited to somewhere between𝐷𝐼𝑀𝐷𝐵−𝑚𝑒𝑑𝑖𝑢𝑚

and 𝐷𝐼𝑀𝐷𝐵−𝑙𝑎𝑟𝑔𝑒 , and table grouping is inevitable for extremely
large databases.

Query-drivenmethods show quite robust performance over large
databases albeit using a single model. Therefore, given enough train-
ing data, we can expect that combining the discriminative approach
of query-driven methods with the table grouping of DeepDB will
lead to an accurate estimator. FCN+Pool is now less accurate than
MSCN due to the overfitting (Section 2.2).
Other IMDB Databases and Workloads. We omit the results of
other IMDB database and workload combinations in Table 3 due to
the space limitation. Please refer to our technical paper [21].
TPC-DS. No method except NeuroCard supports all queries in
𝐷𝑇𝑃𝐶−𝐷𝑆−𝑏𝑒𝑛𝑐ℎ . All query-driven methods fail on this workload
which contains a list predicate operand of numeric values (Section
2.3). For both TPC-DSworkloads, DeepDB fails to process all queries
due to either the discarded columns or the out-of-memory error
at building SPNs. Since E2E suffers from large errors and training
overheads on IMDB, we exclude the results of E2E on TPC-DS.

On𝑊𝑇𝑃𝐶−𝐷𝑆−𝑙𝑎𝑟𝑔𝑒 , FCN+Pool and MSCN again show the ro-
bustness of query-driven methods given similar distributions of
training and test queries. In contrast, NeuroCard suffers from
significant under-estimation due to a single universal model. On
the other hand, these queries are easier to estimate than IMDB
queries for query-driven methods, since the TPC-DS dataset is syn-
thetically generated using simplifying assumptions (uniformity,
independence, principle of inclusion) [9].

(a)𝑊𝑇𝑃𝐶−𝐷𝑆−𝑠𝑢𝑏 . (b)𝑊𝑇𝑃𝐶−𝐷𝑆−𝑙𝑎𝑟𝑔𝑒 .

Figure 5: Q-error distributions for TPC-DS workloads.
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3.3 Efficiency of Learned Estimators

Model Size and Training Time. Table 4 shows the model size
and training time of the learned estimators. The model size typically
increases as |D𝑇 | and |D𝐴 | increase, in order to learn over higher di-
mensional data. An exception occurs for MSCN on 𝐷𝑇𝑃𝐶−𝐷𝑆−𝑙𝑎𝑟𝑔𝑒 ,
where a model with a small number of hidden units shows a more
stable training performance than large models during the hyperpa-
rameter tuning.

Query-driven methods have smaller models and training time
than data-driven methods due to their data-independent sizes (Sec-
tion 2.2). The training time depends on the size of input features, the
number of training queries, and epochs, but it is also independent
of the data size. Note that the data-driven methods occasionally fail
at training due to the large model size, e.g., DeepDB. While UAE
has the same model size as NeuroCard (using the same model
hyperparameters), it fails due to the additional GPU overhead of
query-driven training. In detail, the size of DAR models is pro-
portional to

∑
𝐴∈D𝐴

|𝑑𝑜𝑚(𝐴) | due to the softmax output, but it is
independent to |𝑉 |, the size of data. The size of SPNmodels depends
on both |𝑉 | and |D𝐴 | and also the distributions of the data; highly
correlated and heterogeneous data generate more nodes, increasing
the model size.
Inference Latency.We explain the inference efficiency of learned
estimators on𝑊𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙 and𝑊𝐼𝑀𝐷𝐵−𝑚𝑒𝑑𝑖𝑢𝑚 since their results
are similar to those of other settings. The query-driven methods
have smaller inference latency than the data-drivenmethods (Figure
6) since they predict the cardinality end-to-end without a translator
or evaluator. For query-driven methods, computing the sample
bitmap features takes roughly 2-10ms, which is considerable in the
total time of 3-13ms. For NeuroCard, up to 99% of the inference
time is taken at the range projection, i.e., filtering 𝑑𝑜𝑚(𝐴) with
predicates on columns𝐴 to obtain𝑅(𝐴). Thismay incur a significant
overhead if 𝑑𝑜𝑚(𝐴) and 𝑅(𝐴) are large (Figure 6b). Therefore, the
partial evaluation of 𝑄 (computing sample bitmap and 𝑅(𝑉 )) is
the bottleneck in all methods. Note also that, as |D𝐴 | increases,
the inference time of NeuroCard also increases as it is Ω( |D𝐴 |).
DeepDB’s inference time is less dependent on the data size since it
traverses the query-relevant SPN nodes only.

(a)𝑊𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙 .

(b)𝑊𝐼𝑀𝐷𝐵−𝑚𝑒𝑑𝑖𝑢𝑚 .

Figure 6: Log latency distributions on varying databases.

3.4 Sensitivity Analysis

In this section, we describe how the characteristics of data and query
affect the performance of learned estimators, using𝑊𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙

workload on 𝐷𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙 database and our synthetic datasets.

Figure 7: Varying |𝑇 (𝑄) | (1-6) on 𝑊𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙 . PSQL, DD,

and NC are abbreviations of PostgreSQL (see Section 5),

DeepDB, and NeuroCard.

Varying |𝑇 (𝑄) | (𝑊𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙 ). Figure 7 shows the results of learned
estimators on 𝑊𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙 with varying |𝑇 (𝑄) |. As |𝑇 (𝑄) | in-
creases, all estimators except NeuroCard and UAE tend to under-
estimate more. Each method has six box plots, each of which corre-
sponds to results for a specific |𝑇 (𝑄) |. We remove the results of E2E
for better visibility; E2E has similar trends as other query-driven
methods but with much higher errors. The approach of Neuro-
Card and UAE is subtractive, estimating the query density on the
full outer join using a universal model and normalizing with the
fanout values of omitted tables (Equation (2)). In Section 4.1, we
show that these fanouts are the key sources of errors. Therefore, as
|𝑇 (𝑄) | increases, the number of omitted tables decreases, thus the
error also decreases. DeepDB, on the other hand, has an additive
nature due to the table grouping. It combines multiple models to es-
timate a query if the query cannot be covered by a single model. As
|𝑇 (𝑄) | increases, more models are involved, and the independence
assumption between models increases the error.

For query-driven methods, the number of patterns (subqueries)
that appear in a query 𝑄 increases as |𝑇 (𝑄) | increases. Thus, for a
fixed pattern, fewer training queries will contain this pattern when
it is large. Therefore, the model does not train well on large queries.
In addition, 𝑐𝑎𝑟𝑑 (𝑄) typically increases as |𝑇 (𝑄) | increases; thus,
the q-error increases towards under-estimation.
Varying Domain Size (𝐷𝑆𝑦𝑛−𝑆𝑖𝑛𝑔𝑙𝑒 ).Weuse𝐷𝑆𝑦𝑛−𝑆𝑖𝑛𝑔𝑙𝑒 databases
with varying domain size, skew, and correlation (Section 3.1). We
show the results of DeepDB+JCT, NeuroCard, and FCN+Pool as
representatives of the SPN-based, DAR-based, and query-driven
methods. Note that all query-driven methods have similar archi-
tectures on single tables. For each database, we report the q-error
distribution of the top 1% q-error queries to emphasize the failure
cases of learned estimators [25].

As expected, all methods suffer from a large 𝑑 (the first column
in Figure 8). For NeuroCard, a larger 𝑑 results in a larger softmax
distribution, which is more difficult to train. As 𝑑 increases, rows
in a table become more heterogeneous and thus, DeepDB+JCT
increases the number of row clusters and horizontal splits. This
results in larger errors. However, no more splits occur if the cluster
size falls below a threshold, which is observed at 𝑑 > 100. The
results of FCN+Pool are stable since the predicate operands are
normalized and the model size remains the same over different 𝑑s.
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Table 4: Model size (MB) / training time (m) of the estimators. GPU/CPU represents the location of out-of-memory error.

Dataset Training Database FCN MSCN FCN+Pool E2E DeepDB DeepDB+JCT DeepDB+JCT+NARU NeuroCard UAE

IMDB
𝐷𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙 1.5 / 36 2.5 / 37 1.6 / 38 5.1 / 50 8.4 / 18 8.8 / 28 443 / 420 3.8 / 9 3.8 / 308
𝐷𝐼𝑀𝐷𝐵−𝑚𝑒𝑑𝑖𝑢𝑚 7.5 / 61 3.5 / 74 7.7 / 64 5.2 / 55 241 / 147 255 / 213 GPU 416 / 149 GPU
𝐷𝐼𝑀𝐷𝐵−𝑙𝑎𝑟𝑔𝑒 17.2 / 63 10.2 / 84 17.6 / 84 5.4 / 93 521 / 435 547 / 462 GPU 1155 / 433 GPU

TPC-DS 𝐷𝑇𝑃𝐶−𝐷𝑆−𝑏𝑒𝑛𝑐ℎ 22.8 / 55 114 / 102 23.2 / 78 - 402 / 331 567 / 462 GPU 682 / 462 GPU
𝐷𝑇𝑃𝐶−𝐷𝑆−𝑙𝑎𝑟𝑔𝑒 42 / 874 3.9 / 78 42.8 / 154 - CPU CPU CPU 1033 / 787 GPU

Varying Skewness (𝐷𝑆𝑦𝑛−𝑆𝑖𝑛𝑔𝑙𝑒 ). The trend on varying skewness
differs on each estimator (the second column in Figure 8). Among
the estimators, NeuroCard performs well on higher 𝑠 since the
distributions have small uniformity (entropy), which are easier to
learn with softmax and NLL loss. DeepDB+JCT has an interesting
trend where it tends to under-estimate more at 𝑠 < 1 ( 1○), tends to
over-estimate at 1 ≤ 𝑠 < 1.6 ( 2○), and becomes more accurate at
1.6 ≤ 𝑠 ( 3○). These can be explained with the SPNs built as in Figure
9. First, the increased 𝑠 generates more small regions that corre-
spond to the distribution tail. This results in more under-estimation
due to the zero-shot problem at these small regions ( 1○). Then, due
to the thresholding, the number of small regions does not increase
but rather they are absorbed to larger regions that correspond to the
distribution head. This results in a few intermediate-size regions
with less under-estimation but more over-estimation ( 2○). Finally,
the SPN is dominated by a few large regions which accurately cap-
ture the true distributions, decreasing the error ( 3○). The results of
FCN+Pool are independent to the skew since it does not explicitly
learn the distributions.
Varying Correlation (𝐷𝑆𝑦𝑛−𝑆𝑖𝑛𝑔𝑙𝑒 ).The error increases in all meth-
ods as the correlation between columns increases (the third column
in Figure 8). Interestingly, FCN+Pool has the smallest error at 𝑐 = 1
(functional dependency between all columns), whereas data-driven
methods have large errors. NeuroCard fails at this point, which
seems counter-intuitive since the functional dependency could be
easily captured by the DAR model. We find the answer from the
evaluator of NeuroCard on queries with a bottleneck predicate.
For example, if a query has predicates 𝐴1 ≤ 20 and 𝐴2 = 20 where
the sampling order is ⟨𝐴1, 𝐴2⟩, any values ≤ 20 can be sampled
for 𝐴1 from the first predicate. However, due to the functional de-
pendency 𝐴1 ) 𝐴2, if 𝐴1 ≠ 20, the conditional probability for the
second predicate, 𝑃 (𝐴2 = 20|𝐴1), will be near zero, resulting in
severe under-estimation. We call the second predicate a bottleneck.
No matter which order is used at training (e.g., ⟨𝐴2, 𝐴1⟩), such a
countering query can exist (e.g., 𝐴1 = 20, 𝐴2 ≤ 20) due to the
functional dependency (e.g., 𝐴2 ) 𝐴1). This is a limitation of the
sampling-based approach with a fixed order.

Again, the results of DeepDB+JCT can be intuitively explained
in Figure 9. At 𝑐 = 0, only the vertical splits are enough to capture
the distribution. As 𝑐 increases, some rows cannot be vertically split,
where horizontal splits occur instead. However, it over-generates
small regions and increases the error. To avoid these unnecessary
and overly fine-grained horizontal splits, we must allow multi-
attribute histograms at SPN leaves.

For FCN+Pool, higher 𝑐 generates larger errors due to the in-
creased difficulty of capturing the predicate correlations. However,
it is extremely accurate at 𝑐 = 1, since every query has simple
predicates of form 𝐴 {=, ≤, ≥} 𝑣𝑎𝑙 for some fixed operand 𝑣𝑎𝑙 (e.g.,
𝐴1 = 20, 𝐴2 ≤ 20) from our workload generation. Compared to Neu-
roCard, query-driven methods “see the whole” predicates at once,
thus free from the bottleneck predicates. A signal𝐴1 = 20∧𝐴2 = 20

can be captured from the above query, after learning the functional
dependency of the data.

Figure 8: 𝐷𝑆𝑦𝑛−𝑆𝑖𝑛𝑔𝑙𝑒 databases. Default domain size, skew,

and correlation are 1K, 1.0, and 0.8.

𝐷𝑆𝑦𝑛−𝑀𝑢𝑙𝑡𝑖 . Due to the space limitation, we explain the results of
𝐷𝑆𝑦𝑛−𝑀𝑢𝑙𝑡𝑖 with varying 𝑑𝑓 and 𝑠𝑓 in our technical paper [21].

4 DEMYSTIFYING LEARNED ESTIMATORS

In Section 3, we analyzed how the characteristics of the datasets
and queries affect the performance of learned estimators. Here, we
provide deeper lenses to inspect the learned estimators for their
most problematic queries and datasets.

4.1 NeuroCard and UAE

Densities and Fanouts. To understand the estimation of DAR-
based methods, we visualize the estimated terms in Equation (2) in
Figure 10. Each row corresponds to a query, and each column shows
the results for a specific method and database. Each colored line
below the zero represents either E𝑡 (black, dotted), Ê𝑡 (black, solid),
or 𝑃𝑉 (𝐴) (other). Each colored line above the zero represents 𝑡 [𝐹 ].
Therefore, Ê𝑡 is equal to the product of all 𝑃𝑉 (𝐴)’s divided by the
product of 𝑡 [𝐹 ]’s. The gap between E𝑡 and Ê𝑡 is the estimation error.
Since 𝑇 (𝑄62) matches D𝑇 of 𝐷𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙 , the upper left/right
figure has no 𝑡 [𝐹 ]’s. On 𝐷𝐼𝑀𝐷𝐵−𝑚𝑒𝑑𝑖𝑢𝑚 , 𝑡 [𝐹 ]’s exist due to the
added tables in D𝑇 (upper center).

𝑃𝑉 (𝐴)’s have almost no variance while 𝑡 [𝐹 ]’s have large vari-
ances. This is consistent with the subtractive nature of Neuro-
Card and UAE, where more omitted tables generate more 𝑡 [𝐹 ]’s,
and thus, a larger total variance and error (Figure 7). The low vari-
ance of densities is due to the small predicate ranges 𝑅(𝐴)’s that

Session 17: Query Processing and Optimization 2 SIGMOD ’22, June 12–17, 2022, Philadelphia, PA, USA

1222



Figure 9: Learned SPNs with horizontal/vertical splits over varying skewness and correlation (𝐷𝑆𝑦𝑛−𝑆𝑖𝑛𝑔𝑙𝑒 ). In each SPN, the

y-axis and colors represent the density and columns, respectively.

Figure 10: Estimated densities 𝑃𝑉 (𝑡 [𝐴] ∈ 𝑅(𝐴) |·) shortened
as 𝑃𝑉 (𝐴), sampled fanouts 𝑡 [𝐹 ], and true/estimated expecta-

tions E𝑡/Ê𝑡 where E𝑡 =
𝑐𝑎𝑟𝑑 (𝑄)

|𝑉 | in Equation (2), for progres-

sive samples 𝑡 ∼ 𝑉 .𝑄62 and𝑄124 are the two worst queries of

NeuroCard on𝑊𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙 /𝐷𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙 .

generate similar samples. However, 𝑃𝑉 (𝐴)’s are biased towards
under-estimation due to the zero-shot problem. The large variance
of fanouts is due to 1) the progressive sampling and 2) sampling
the fanout values directly using the Monte Carlo approach.
Small-range Predicates. The severe under-estimations of Neu-
roCard are due to the extremely small predicate ranges, especially
on large-domain (e.g., factorized) columns. The two queries in Fig-
ure 10 also have equality (=) predicates on𝑚𝑐.𝑐𝑜𝑚𝑝𝑎𝑛𝑦_𝑖𝑑 . Since
the DARs cannot be accurately trained on all attribute values of
large-domain columns, such small ranges have a high chance of
sampling these underfitted values in estimation. The problem be-
comes more serious in factorized columns, which introduce new,
artificial dependencies between sub-columns [21].

4.2 DeepDB

In this section, we analyze the cause of errors in DeepDB+JCT as
the representative of the SPN-based methods. Two major reasons
are 1) different table groups and 2) different SPNs built over the
same table groups.
Table Groups.We observed that the built table groups, i.e., which
tables are involved in each group, mainly affect the accuracy. For
example, for𝑊𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙 in Section 3.2, DeepDB+JCT had a worse
tail performance on 𝐷𝐼𝑀𝐷𝐵−𝑚𝑒𝑑𝑖𝑢𝑚 than on 𝐷𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙 . This

is due to the fewer table groups built on 𝐷𝐼𝑀𝐷𝐵−𝑚𝑒𝑑𝑖𝑢𝑚 that the
queries can use (Table 5). Since the table group {𝑡,𝑚𝑐,𝑚𝑖} is not
built on 𝐷𝐼𝑀𝐷𝐵−𝑚𝑒𝑑𝑖𝑢𝑚 , if 𝑇 (𝑄) = {𝑡,𝑚𝑐,𝑚𝑖}, then multiple table
groups (e.g., {𝑡,𝑚𝑐} and {𝑡,𝑚𝑖}) should be used instead to estimate
𝑄 . This introduces more independence assumptions and thus larger
errors occur on 𝐷𝐼𝑀𝐷𝐵−𝑚𝑒𝑑𝑖𝑢𝑚 as in Figure 11a. It shows the q-
errors of 1) the queries that can use the missing table groups, either
{𝑡,𝑚𝑐,𝑚𝑖} or {𝑡,𝑚𝑐,𝑚𝑘}, and 2) the other, complement queries in
𝑊𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙 . Note that the former has a large performance gap
between 𝐷𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙 and 𝐷𝐼𝑀𝐷𝐵−𝑚𝑒𝑑𝑖𝑢𝑚 .

Table 5: Table groups used for estimating𝑊𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙 .

Database 𝑡,𝑚𝑐,𝑚𝑖 𝑡,𝑚𝑐,𝑚𝑘 𝑡, 𝑐𝑖 𝑡,𝑚𝑐 𝑡,𝑚𝑖 𝑡,𝑚𝑖_𝑖𝑑𝑥 𝑡,𝑚𝑘

𝐷𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙 O O O O O O O
𝐷𝐼𝑀𝐷𝐵−𝑚𝑒𝑑𝑖𝑢𝑚 O O O O O

Figure 11: Effects of table groups/SPNs for𝑊𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙 .

Built SPNs. To exclude the effect of different table groups, we re-
move {𝑡,𝑚𝑐,𝑚𝑖} and {𝑡,𝑚𝑐,𝑚𝑘}, and report the q-errors of queries
involving the remaining five (Figure 11b). Due to a larger num-
ber of columns, 𝐷𝐼𝑀𝐷𝐵−𝑚𝑒𝑑𝑖𝑢𝑚 builds more complex SPNs than
𝐷𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙 , resulting in less accurate estimations.

4.3 Query-driven Methods

We analyze the query-driven methods on 𝐷𝑆𝑦𝑛−𝑆𝑖𝑛𝑔𝑙𝑒 and 𝐷𝐼𝑀𝐷𝐵

−𝑚𝑒𝑑𝑖𝑢𝑚 , where the estimators had noticeable performance gaps for
𝑊𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙 (Section 3.2). We compare their different strategies
to capture the intra-/inter-table predicate correlations.
Intra-table Correlation. First, we generate single-table, double-
predicate queries on the default 𝐷𝑆𝑦𝑛−𝑆𝑖𝑛𝑔𝑙𝑒 database (𝑑 = 1K, 𝑠 =
1, 𝑐 = 0.8) to test for intra-table correlations. We fix the columns
(𝐴1, 𝐴2) and operators (≥, ≥) but vary the operands (𝑥,𝑦) of the
predicates over the domains of the two columns. Since FCN and
FCN+Pool have the same architecture on single tables, we compare
MSCN and FCN+Pool only in Figure 12. As expected, FCN+Pool
(also FCN) has low errors over all (𝑥,𝑦) regions, where MSCN is
inaccurate over half the regions. Thus, FCN+Pool captures the
intra-table correlations better than MSCN.
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Second, we generate queries on the 𝑚𝑐 table while fixing the
columns and operators for predicates as before;𝑅(𝑄) = {(𝑚𝑐.𝑐𝑜𝑚𝑝𝑎𝑛𝑦

_𝑖𝑑, ≥, 𝑥), (𝑚𝑐.𝑐𝑜𝑚𝑝𝑎𝑛𝑦_𝑡𝑦𝑝𝑒_𝑖𝑑, = , 1)} in Figure 13. We pick these
two columns since they have strong correlations that contain fail-
ure cases of query-driven methods. The first figure shows a non-
correlated case with no predicate on 𝑐𝑜𝑚𝑝𝑎𝑛𝑦_𝑡𝑦𝑝𝑒_𝑖𝑑 . All estima-
tors have quite good accuracy on this case, however, no method
preserves the monotonicity of the 𝑐𝑎𝑟𝑑 (𝑄) distribution. If we add a
predicate (𝑐𝑜𝑚𝑝𝑎𝑛𝑦_𝑡𝑦𝑝𝑒_𝑖𝑑, = , 1) to the predicate of 𝑐𝑜𝑚𝑝𝑎𝑛𝑦_𝑖𝑑 ,
the distribution of 𝑐𝑎𝑟𝑑 (𝑄) changes dramatically, indicating that the
two predicates are highly correlated. Note that FCN and FCN+Pool
try to capture a sharp drop in 𝑐𝑎𝑟𝑑 (𝑄) with continuously decreas-
ing 𝑐𝑎𝑟𝑑 (𝑄)’s while MSCN has an increasing 𝑐𝑎𝑟𝑑 (𝑄) after the
sharp drop. Furthermore, FCN overfits to the high-density regions
where most training queries are generated, resulting in a large over-
estimation for small-density regions. MSCN tries to fit the average
of the distribution, which might be a general pattern shared across
all database columns given the operator ≥.

Figure 12: Log(𝑐𝑎𝑟𝑑 (𝑄)/𝑐𝑎𝑟𝑑 (𝑄)) of queries over 𝐷𝑆𝑦𝑛−𝑆𝑖𝑛𝑔𝑙𝑒
with 𝑅(𝑄) = {(𝐴1, ≥, 𝑥), (𝐴2, ≥, 𝑦)}.

Figure 13: 𝑐𝑎𝑟𝑑 (𝑄) and 𝑐𝑎𝑟𝑑 (𝑄) of queries with 𝑇 (𝑄) = {𝑚𝑐}
and 𝑅(𝑄) ∋ (𝑚𝑐.𝑐𝑜𝑚𝑝𝑎𝑛𝑦_𝑖𝑑, ≥, 𝑥).

Figure 14: 𝑐𝑎𝑟𝑑 (𝑄) and 𝑐𝑎𝑟𝑑 (𝑄) of queries with𝑇 (𝑄) = {𝑚𝑐, 𝑐𝑡}
and 𝑅(𝑄) ∋ (𝑚𝑐.𝑐𝑜𝑚𝑝𝑎𝑛𝑦_𝑖𝑑, ≥, 𝑥).
Inter-table Correlation. Finally, to test for inter-table correla-
tions, we generate queries that join𝑚𝑐 with 𝑐𝑡 and have a predicate

on each table. Here, we replace the predicate on 𝑚𝑐.𝑐𝑜𝑚𝑝𝑎𝑛𝑦_
𝑡𝑦𝑝𝑒_𝑖𝑑 with another predicate on 𝑐𝑡 .𝑖𝑑 . Since these two columns
have a PK-FK relationship with a constant fanout of one, 𝑐𝑎𝑟𝑑 (𝑄)
distribution in the first plot of Figure 14 is equal to 𝑐𝑎𝑟𝑑 (𝑄) in the
second plot of Figure 13. However, due to the differently encoded
columns, 𝑐𝑎𝑟𝑑 (𝑄)’s are different. In Figure 14, all 𝑐𝑎𝑟𝑑 (𝑄)’s seem
independent of the predicate 𝑐𝑡 .𝑖𝑑 = ∗; all estimators fail to capture
the inter-table correlations. We conclude that, although FCN is
designed to capture strong inter-table correlations, it even fails at
capturing intra-table correlations due to the overfitting. FCN+Pool
and MSCN also fail since they are not designed for this purpose.

5 IMPACT ON QUERY OPTIMIZATION

In this section, we inject learned estimates into PostgreSQL 13.1
and discuss how they improve the plan quality.

5.1 Experimental Setup

Datasets and Workloads.Weused the training databases in Table
3, but fixed the test database (running PostgreSQL) to the full
IMDB database with all indexes provided in [9]. We also used the
workloads in Table 3 but sampled 100 queries whose cardinalities
are in range (0, 1010) since executing a large-cardinality query may
take more than 12 hours in PostgreSQL, and the upper cardinality
bound 1010 is sufficient for analyzing plan qualities.
PostgreSQL Configuration.Weused the same PostgreSQL knobs
in [9], which were optimized for in-memory execution. Here, we
used the estimates of PostgreSQL for single-table subqueries and
learned estimates for multi-table subqueries, since PostgreSQL is
accurate enough for single-table subqueries (Figure 7).

5.2 Experimental Results

Overall Results. Table 6 shows the total execution time of work-
loads without estimation and planning time. Since FCN and E2E are
significantly inaccurate and their improvements are less than -800%
for𝑊𝐽𝑂𝐵−𝑙𝑖𝑔ℎ𝑡 , we omit their results. Recall that UAE failed training
on𝐷𝐼𝑀𝐷𝐵−𝑚𝑒𝑑𝑖𝑢𝑚 and𝐷𝐼𝑀𝐷𝐵−𝑙𝑎𝑟𝑔𝑒 . DeepDB/DeepDB+JCT failed
to process 43% and 56% of all subqueries of𝑊𝐼𝑀𝐷𝐵−𝑚𝑒𝑑𝑖𝑢𝑚 and
𝑊𝐼𝑀𝐷𝐵−𝑙𝑎𝑟𝑔𝑒 , which have discarded large-domain columns (Section
2.3). The estimates of PostgreSQL are used instead for such cases.

As the queries become larger and more complex, the improve-
ments of learned estimators over PostgreSQL become more signifi-
cant, for example, themaximum improvement is 7.8% on𝑊𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙

and 41.2% on𝑊𝐼𝑀𝐷𝐵−𝑚𝑒𝑑𝑖𝑢𝑚 . In other words, PostgreSQL suffers
from bad plans due to highly inaccurate estimates, especially for
large subqueries as in Figure 7, and making them accurate can
improve the plan quality by a large margin. However, only MSCN
shows a robust performance on𝑊𝐼𝑀𝐷𝐵−𝑙𝑎𝑟𝑔𝑒 , while others suffer
from extremely large errors.

In general, the improvement of learned estimators can be ex-
plained with their accuracy; more accurate methods result in bet-
ter plans. For example, query-driven methods are accurate on
𝐷𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙 in Figure 4 and show good performance in Table
6. However, it is not always true, e.g., DeepDB has a smaller execu-
tion time than DeepDB+JCT on𝑊𝐽𝑂𝐵−𝑙𝑖𝑔ℎ𝑡 albeit lower accuracy.
The learned estimators occasionally outperform TrueCard, e.g.,
FCN+Pool on𝑊𝐼𝑀𝐷𝐵−𝑚𝑒𝑑𝑖𝑢𝑚 . We now explain these cases with
two representative examples, 𝑄59 and 𝑄99, where the estimation of
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large intermediate result size (I-result size for short) is inaccurate.
The same phenomena are frequently observed in other cases, e.g.,
DeepDB+JCT showing the worst performance on𝑊𝐼𝑀𝐷𝐵−𝑙𝑎𝑟𝑔𝑒 .
NeuroCard shows good performance since it is accurate on large
join queries (Figure 7), whose I-results are typically large.
Curse of Under-estimation. The execution times of𝑄59 for Post-
greSQL, DeepDB, and DeepDB+JCT are 1.2h, 1h, and 1.1h. The
difference is due to the different costs of the bottleneck hash join
whose build operator is performed for an under-estimated I-result;
the I-result size is over 200M for DeepDB+JCT and PostgreSQL
due to severe under-estimations, and under 20M for DeepDB due to
an accurate estimation. Since the runtime of hash join is linear to
the I-result sizes of input child nodes, DeepDB’s plan is the fastest.
Along with observations in other queries, we conclude that a severe
under-estimationmay result in either 1) a bad join order with a large
I-result size (e.g., in 𝑄59) or 2) a bad join operator (e.g., nested-loop
join instead of hash join, hash join instead of sort-merge join).
Misguided Correct or Slight Over-estimation. For𝑄99 in𝑊𝐼𝑀𝐷𝐵

−𝑚𝑒𝑑𝑖𝑢𝑚 , the plans using FCN+Pool and TrueCard take 0.8h and
1.1h, respectively. The difference is due to the different join oper-
ators on the bottleneck join node. TrueCard selects merge join
over hash join, correctly expecting that the I-result size is large.
However, hash join is actually faster; the cost model is inaccurate.
FCN+Pool selects hash join due to an under-estimation by chance.
Not only TrueCard, but slight over-estimations of large I-result
size, may lead to the same situation.We suggest carefully calibrating
the cost model to choose the hash join for such cases.
Total Planning Time. The estimation speed of all learned estima-
tors should be improved, especially for large databases/queries. The
estimation time dominates the query planning time. On𝑊𝐽𝑂𝐵−𝑙𝑖𝑔ℎ𝑡
and𝑊𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙 , the planning time takes less than 0.01h, which
is ignorable. On larger workloads and databases, however, both the
number of subqueries and the time for estimating each subquery
increase (Figure 6). On 𝑊𝐼𝑀𝐷𝐵−𝑚𝑒𝑑𝑖𝑢𝑚 , DeepDB/DeepDB+JCT
shows the smallest planning time of 0.01h since about half of sub-
queries are replaced with PostgreSQL’s estimates with ignorable
time. NeuroCard has a significantly large planning time of 15h,
which is even larger than the execution time of 3.76h. FCN+Pool
and MSCN result in 0.2h. On𝑊𝐼𝑀𝐷𝐵−𝑙𝑎𝑟𝑔𝑒 , the total planning times
of FCN+Pool, MSCN, DeepDB/DeepDB+JCT, and NeuroCard are
1.1h, 1.3h, 0.2h, and 70h, respectively. Even the lightweight query-
driven methods have the large planning time due to the large num-
ber of subqueries.
TPC-DS. We briefly explain the results on 𝐷𝑇𝑃𝐶−𝐷𝑆−𝑙𝑎𝑟𝑔𝑒 and
𝑊𝑇𝑃𝐶−𝐷𝑆−𝑙𝑎𝑟𝑔𝑒 . The total execution time of PostgreSQL is 5.15h,
while TrueCard shows only 6.6% improvement. Regarding 𝐷𝐼𝑀𝐷𝐵

−𝑙𝑎𝑟𝑔𝑒 and𝑊𝐼𝑀𝐷𝐵−𝑙𝑎𝑟𝑔𝑒 , only MSCN shows an improvement of
1.3% since PostgreSQL already performs relatively well. As men-
tioned in Section 3.2, the TPC-DS dataset is synthetically generated
using simplifying assumptions, where PostgreSQL also uses simi-
lar assumptions in query optimization [9].

6 LESSONS AND OPPORTUNITIES

We summarize the lessons (L) for practitioners and propose practical
research opportunities (O) based on our observations.

Table 6: Total execution times of workloads, where the in-

jected cardinalities are generated by the specified methods

and training databases. PostgreSQL and TrueCard (true

cardinalities are injected) are baselines. % represents the im-

provement over PostgreSQL.

Database 𝐷𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙 𝐷𝐼𝑀𝐷𝐵−𝑚𝑒𝑑𝑖𝑢𝑚 𝐷𝐼𝑀𝐷𝐵−𝑙𝑎𝑟𝑔𝑒
Workload 𝑊𝐽 𝑂𝐵−𝑙𝑖𝑔ℎ𝑡 𝑊𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙 𝑊𝐼𝑀𝐷𝐵−𝑚𝑒𝑑𝑖𝑢𝑚 𝑊𝐼𝑀𝐷𝐵−𝑙𝑎𝑟𝑔𝑒

PostgreSQL 1.55h (0.0%) 4.10h (0.0%) 6.38h (0.0%) 6.02h (0.0%)
TrueCard 1.31h (15.4%) 3.86h (5.9%) 4.05h (36.6%) 4.29h (28.7%)
FCN+Pool 1.33h (14.2%) 3.79h (7.6%) 3.77h (40.9%) 7.47h (-24.1%)
MSCN 1.32h (14.8%) 3.88h (5.4%) 3.75h (41.2%) 5.13h (14.7%)
DeepDB 1.36h (12.3%) 4.13h (-0.7%) 6.21h (2.7%) 7.89h (-31.1%)

DeepDB+JCT 1.47h (5.2%) 4.21h (-2.7%) 5.03h (21.3%) > 75h
NeuroCard 1.46h (5.8%) 3.78h (7.8%) 3.76h (41.1%) 8.72h (-44.9%)

UAE 1.48h (4.5%) 3.95h (3.7%) - -

L1. If the distribution of test queries is known to some extent,
use query-driven methods with robust accuracy. Otherwise use
data-driven methods that are robust on heterogeneous workloads.
L2. If estimation time and model size are critical factors, e.g., when
GPU memory is small, use query-driven methods (Figure 1).
L3. If guaranteeing the tail performance is important, use query-
driven methods with less severe under-estimation (Figure 4). If the
head performance is important, use data-driven methods.
L4. If offline processing should be minimized (e.g., on frequent data
updates), use data-driven methods without re-labeling of queries.
L5. If |D𝑇 | is large, use table grouping for both better accuracy
and efficiency. If |D𝑇 | is small so the universal model performs
well enough (e.g., 𝐷𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙 ) or |𝑇 (𝑄) | is large so multiple table
groups are involved, the grouping can rather increase the error due
to the independence assumption (Figure 7).
L6. When using query-driven methods, remind that the labeling is
not free. Try to improve the labeling speed (e.g., by JCTs) or quality,
so that a model can learn well from a small set of effective queries.
L7.When using query-driven methods, design model architectures
with proper inductive biases, e.g., which correlations, inter- or intra-
table, are expected high? These should depend on the workload,
database, and also the amount of training data. For example, use
FCN on single-table datasets and FCN+Pool or MSCN on multi-
table ones. Balance between the generalizability and flexibility;
large, complex models (e.g., FCN or other models with a large
number of parameters) have low generalizability but high flexibility,
so it might work well if the training data is large enough.
L8.When using data-drivenmethods, remove bias from the training
data (e.g., using JCTs) for better accuracy and robustness.
L9. When using data-driven methods, try to reduce its model size,
e.g., use lossless factorization of NeuroCard or increase the bin
size of histograms in DeepDB. Although it can result in a trade-off
of lower accuracy, it will be more robust and efficient.
L10.When using data-driven methods, try to control the flexibility
according to the data, e.g., allowing multi-variate histograms in
DeepDB for highly correlated data.
L11. To fully utilize the model capacity, solve its inherent tasks,
e.g., ordering attributes in DARs, selecting groups in table grouping,
and heavy RDC computation in large data. Remove heuristics as
much as possible.
L12. Know which scenarios a model works well or not, and choose
a proper model for your scenario. For example, SPN is weak at the
high correlation (Figure 8), making too many small regions. DAR is
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weak at low skew due to the large entropy in the data distribution,
and at extremely high correlation due to the bottleneck predicates.
L13. Know which components are the sources of errors, e.g., large
softmax and fanout sampling in NeuroCard.
L14. Apply the learned estimators over traditional methods when
the data is real and complex. On synthetic databases (e.g., TPC-
DS) that are generated using simplifying assumptions, traditional
methods leveraging these assumptions may perform well enough.
L15. To improve the plan quality, pick an estimator with robust
performance, e.g., MSCN, to avoid the under-estimation cases in
Section 5. Try to improve the inference efficiency for large join
queries. In addition, carefully calibrate the cost model once you
have an accurate estimator.
O1.We could extend the learned estimators to cover more complex
SQL syntax, e.g., in Table 2. Only NeuroCard succeeded to process
all our TPC-DS workloads in Section 3.2, which were generated
without the complex syntax of the original TPC-DS queries. Hence,
to support all original TPC-DS queries and even real-world, pro-
duction scenarios, it would be an interesting future work to extend
the scopes of learned estimators.
O2. We could adopt the compact models of query-driven methods
to data-driven learning and exploit the robustness, generalizability,
and efficiency of query-driven methods (Section 3.2) without the
overhead of data labeling. We can also resolve the problems of
NeuroCard, for example, by directly estimating the fanout val-
ues to reduce the variance from the Monte Carlo sampling and by
inputting all predicates at once to estimate 𝑃𝑉 (𝑄) without consid-
ering attribute orders and bottleneck predicates (Section 3.4).
O3.We could adopt the data-driven ideas to query-driven models,
e.g., use RDCs to group highly correlated tables, build a network for
each group, and use pooling over these groups as our FCN+Pool to
capture both inter-group and intra-group correlations well. We can
push this idea further to automatically determine the table groups
without RDCs, by starting from a small set of tables (and columns)
as singletons, evaluating the performance of training queries on
these groups, and expanding the groups of high uncertainties. Us-
ing this way of interleaving the query- and data-driven learning,
DeepDB+JCT could build table groups on 𝐷𝐼𝑀𝐷𝐵−𝑚𝑒𝑑𝑖𝑢𝑚 which
were omitted in Table 5.Wemight also find out automatically where
a universal model becomes significantly inaccurate, for example,
somewhere between 𝐷𝐼𝑀𝐷𝐵−𝑚𝑒𝑑𝑖𝑢𝑚 and 𝐷𝐼𝑀𝐷𝐵−𝑙𝑎𝑟𝑔𝑒 (Section
3.2). This idea can be extended to replace other heuristics as well,
e.g., determining the attribute order of DARs and the split criteria
in SPNs.
O4. We could define and explore the design space of neural net-
works that are suitable for a given database and workload. For
example, FCN+Pool and MSCN showed the best performance on
𝑊𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙 over 𝐷𝐼𝑀𝐷𝐵−𝑠𝑚𝑎𝑙𝑙 and 𝐷𝐼𝑀𝐷𝐵−𝑙𝑎𝑟𝑔𝑒 , respectively.
We could modularize these networks into some building blocks,
e.g., set convolution, pooling, concatenation, and sample bitmap
over the tables and columns, and combine these modules to find a
better model than FCN+Pool or MSCN. Neural Architecture Search
(NAS) might be applicable [2].
O5. We could implement our unified workflow with common APIs
for the components (e.g., featurizer) and instantiate the learned
estimators. Then, we could easily test various combinations of

these components, possibly solving the problems of an estimator 𝐴
using a component of another estimator 𝐵. For example, for DARs,
we can normalize the numeric values as query-driven methods,
instead of the discretization that generates large domains. We can
reversely adopt the embeddings and softmax of NeuroCard to
fit complex distributions in query-driven methods. We can also
apply the histograms of DeepDB to NeuroCard, in order to 1)
reduce the domain size (while introducing a uniformity assumption),
and 2) resolve the under-estimation problem by filling non-zero
probabilities for unseen values. The end-biased histograms used in
[27] can help NeuroCard accurately model the distribution heads.
O6. Finally, compared to processing image or natural language data,
by using SQLs, we could exploit the strong advantage of generating
an unlimited number of synthetic queries and their labels without
human effort. We have increased the labeling speed by 26 times
in Section 2.3, which can be further improved by utilizing a more
recent method, PGMJoins [22]. Apart from for training and test
queries, one could use these queries for analyzing how the per-
turbation of query predicates affect 𝑐𝑎𝑟𝑑 (𝑄) and the estimation
performance, as we did in Section 4.3.

7 CONCLUSION

In this paper, we have provided an in-depth and systematic ex-
perimental comparison of state-of-the-art learned cardinality es-
timation techniques for SPJ queries, focusing on join queries. We
have conducted exhaustive experiments using various workloads
on IMDB and TPC-DS datasets. We first provided a taxonomy and
trade-offs of existing learned estimators as well as a unified work-
flow for a high-level understanding of existing estimators in Section
2.We then comprehensively compared learned estimators using var-
ious datasets and workloads, including our synthetic environments.
We have also proposed simple variations of the learned estimators,
FCN+Pool and DeepDB+JCT, which often outperform state-of-the-
art methods. From extensive empirical results and analysis, we have
reported several important findings on critical components in the
estimators which affect accuracy in Section 3. We also demystified
the black-box models and analyzed the critical components that
affect the performance, for a deeper understanding in Section 4.
We have shown that some of the learned cardinalities actually im-
prove the plan quality of PostgreSQL in Section 5. We have then
summarized the lessons learned and proposed practical research
opportunities that can facilitate future studies in Section 6. We
believe that this is a comprehensive work that thoroughly evaluates
and analyzes the state-of-the-art learned cardinality estimation for
join queries.
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