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1 Introduction

IBM’s System R had the first cost-based query optimizer. It used dynamic programming to choose the
optimal join ordering, which it found by estimation through a cost model derived from table statistics.
System R selects each table’s access methods before deciding on the join order. Future database systems
improved on this by choosing a table’s access method in conjunction with its join method.

In the late 1980s (about 10 years after System R), two trends emerged in database system designs.

* Object-Oriented Databases: The first trend was object-oriented databases, designed with the intent
to capture data more complex than what could be represented in the relational model. Such systems
modeled their data as objects so that they could store data in the application language’s native form,
allowing direct retrieval into the application without needing to reconstruct objects through table joins.

* Active Databases: The second trend was active databases [3]. These systems employed an event-
driven architecture where the DBMS automatically responded to internal and external events, which
is similar to triggers in modern relational databases.

The object-relational impedance mismatch refers to the difficulty of mapping between domain-driven
object models and relational data stores [1]. It made object-oriented databases a prominent competitor to
relational databases in the 1980s. Relational databases at the time had little support for complex data types
that were not in the SQL standard. When application developers wanted to use more complex data types
(e.g., arrays, nested structures), they would have to reformulate the data into a relational schema, or even
rewrite the database to fit the application. This led to the development of object relational database systems
(e.g., Postgres), which combine the relational model with extensible types and operators.

1.1 Optimizer Generators

To meet the demand for more flexible and customizable data systems, extensibility became a core priority
for relational databases. This push for extensibility resulted in the development of Optimizer Generators,
which are frameworks that allow DBMS developers to modify optimizer behavior without having to rewrite
the DBMS. Instead, developers could write new rules for optimizing queries that the framework then injects
into the DBMS. Two main characteristics of optimizer generators are:

* They separate the search strategy from the data model; and
* They separate the transformation rules and logical operators from physical rules and physical opera-
tors.

Under this framework, how the optimizer pattern matches and transforms parts of the query can be imple-
mented separately from its search strategy for finding the optimal plan.
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1.2 Stratified Search and Unified Search

Optimization strategies often fall into two categories:

 Stratified Search: This approach performs query planning in multiple stages. First, the optimizer
rewrites the logical query plan by applying transformation rules. During this stage, the engine checks
if each transformation is allowed before applying them but does not take cost into consideration. Next,
the optimizer performs a cost-based search to convert the logical plan into a physical plan. Examples
of this approach include Starburst and CockroachDB.

* Unified Search: This approach performs query planning in a single stage (i.e., all at once). Optimizers
under this category unify logical-to-logical and logical-to-physical transformations. This unification
generates many transformations that may result in redundant work, which optimizers alleviate through
memoization. Examples include Volcano/Cascades, OPT++, and SQL Server.

However, the line between these two categories can be blurry (e.g., SQL Server handles transformations in
stages depending on the query complexity).

2 Starburst

IBM developed many data systems, including IMS (1968), System R (1975-1979), R* (1979), SQL/DS
(1981), DB2 (1983), and Starburst (1985). Starburst was designed to allow developers to extend the system
to support new workloads and data sets without rewriting. It was one of the first query optimizers to represent
query plans in a higher-level form to make it easier to construct rules. It was also one of the first to perform
rewriting before cost-based optimization (i.e., stratified search).

Starburst supported extending its storage/access methods, data types, user-defined functions, and query
operators. To support new runtime functionality, Starburst used the following optimization pipeline:

Control Flow —» P hySical P lan
Data Flow —»
Query
A Execution

SQL Query Plan

Parser + Query Plan Plan
Binder Rewriter Optimizer Refinement

Physical
lan

Logical Plan

Figure 1: Starburst’s Optimization Pipeline.

Given a SQL query, Starburst will parse and validate it with its parser and binder to generate a logical query
plan. Starburst represents its logical plans in a Query Graph Model (QGM), which is a high-level query
representation designed to reduce the complexity of query compilation and optimization. Next, the query
rewriter transforms the QGM with its rewrite rules to simplify future optimization. These rewrites do not
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need to consider plan costs. The plan optimizer then applies its STARs (Strategy Alternative Rules) and
LOLEPOPs (Low-Level Plan Operators) to the QGM, generating multiple alternative physical execution
plans and performing a cost-based search to identify the best one. The plan refinement step analyzes both
the QGM and the physical plan produced to further transform the plan if necessary (e.g., to convert single-
node plans into multi-node). Lastly, Starburst returns the best physical plan found.

We previously discussed how declarative languages are better than procedural languages for writing database
queries. The declarative approach allows the database system to choose the most efficient way to formulate
and execute a query. But relational algebra is procedural and defines the order of operations in a query.
Therefore, Starburst does not represent query plans as relational algebra. Instead, its internal query repre-
sentation (QGM) is based on relational calculus, which is non-procedural.

Tuple Relational Calculus
Tuple Relational Calculus [5] is a non-procedural query language where each query is of the form:

{t] P(t)}
In natural language, this expression reads as the set of all tuples ¢ such that the predicate P holds for ¢”.

Some definitions in tuple relational calculus include:

* tis a tuple variable,

* t[A] is the value of attribute A in tuple ¢,

* t € r indicates that tuple ¢ is in relation r, and

* P is a predicate formula, as in first-order logic (predicate calculus).

Here we compare how a query is represented in relational algebra and relational calculus:

 Natural Language: Retrieve the ID and salary for all employees whose salary is greater than $50000.
* Relational Algebra: g satary (Osalary>50000 (eémployees))
* Relational Calculus: {¢ | 3s € employees(¢[id] = s[id] At[salary] = s[salary| A s[salary] > 50000) }

2.1 Query Graph Model (QGM)

Starburst internally represents queries as a Query Graph Model (QGM). A QGM is an in-memory cache
of catalog information on tables, columns, predicates, and their relationships. The QGM format is based
on relational calculus; instead of sequencing query operations, it describes input/output tables and their
relationships in a query. The QGM’s graph consists of boxes, which correspond to base tables or query
blocks (e.g., a subquery). Each box has a head and a body:

* Head: The head describes the output table produced by the box. It contains meta-data about outputs
and properties.

* Body: The body specifies the operation required to compute the output table. It contains a graph in
which vertices represent quantified tuple variables (i.e., the graph performs an operation on its inputs).

Let’s consider the following SQL query [4]:

SELECT DISTINCT ql.partno, ql.descr, g2.suppno
FROM inventory AS ql1, quotations As g2
WHERE q1.partno = g2.partno
AND q1.descr = 'engine'
AND g2.price <= ALL (
SELECT g3.price
FROM quotations AS g3
WHERE g2.partno = g3.partno );
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This query retrieves suppliers and parts information for which the supplier’s price is less than that of all
other suppliers. The inner query retrieves the matching parts’ prices from all suppliers, and the outer query
decides which suppliers have the lowest price for each part. The QGM of this query is shown in Figure 2.

partno | descr | SUPPNO | distinct=TRUE
=q1.partno| =q1.descr |=q2.suppno SELECT
distinct=ENFORCE !

q4(v)

ql.descr="engine'

ql.partno=q2.partno q2.price=q4.price

......................................................................................................................................................................

price | .
~a3-price SELECT
: distinct=PERMIT :

q3(F)

partno,descr

partno,price

g2.partno=q3.partno

inventory ;| quotations |

Figure 2: QGM Representation of the example SQL Query.

Stored Tables: The two bottom-left boxes that are labeled inventory and quotations represent the Stored
Tables (i.e., the tables in our database). Under the head and body terminology, Stored Table boxes can be
considered to have empty or non-existent bodies. Their head tracks output columns (e.g., names, types,
output ordering information) and whether the associated table contains only distinct tuples.

Query Boxes: The two more complex blocks at the top are Query Boxes, which represent queries and
subqueries. The top query box corresponds to the outer query, whereas the lower box is for the inner query.

* Head output columns: The rectangles at the top left corner of each query box depicts the output
of the box. The top rectangle contains the attribute name and the bottom rectangle marks where the
output will come from. For example, the output partno comes from q1.partno in the body’s graph.

* Head properties: The red rectangles at the top right corner of each query box records the properties
that the box needs to satisfy to maintain correctness. For example, the outer query box’s head specifies
that distinct=TRUE, which indicates that the box’s output should contain only distinct tuples.

* Body properties: Each query box is labeled in the top right corner. The upper label denotes the
operation (e.g., SELECT). The lower label specifies the constraints that the operation must satisfy. For
example, distinct is allowed to take on values of ENFORCE (operation must eliminate duplicates),
PRESERVE (operation can preserve the number of duplicates generated), or PERMIT (operation can
eliminate or generate duplicates arbitrarily).
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Iterators: The Iterators are represented as vertices within the box bodies (e.g., g1(F'), ¢2(F'), ¢4(V)). They
represent processed tuples that come from tables or subqueries. There are two types of iterators:

* The SetFormers (F') create new output from the input tuples from the tables or subqueries. Examples
include ¢1(F), g2(F'), and ¢3(F).
* The Quantifiers (V and 3) produce derived results from the input tuples. An example is g4(V).

Qualifiers: The Qualifiers are the rectangular boxes containing the predicates (e.g., q1.partno = g2.partno).
They represent the conditions that need to be satisfied between the Iterators.

We return to the optimization pipeline. Although the parser and the binder are guaranteed to produce a
valid initial QGM, they will split nested subqueries into separate operators (boxes). Removing these boxes
becomes a problem later on during the cost-based analysis stage because the optimizer will need to have rules
that reason across multiple boxes, adding to the optimizer’s complexity. To address this issue, Starburst will
convert a multi-SELECT QGM to a single-SELECT QGM whenever possible, allowing optimizations to
focus on a single box. This conversion is handled by Starburst’s query rewriter.

2.2 Query Rewriter

The Starburst Query Rewriter is a rule-based rewriter that takes the QGM and transforms it into a form
that is logically equivalent but easier to optimize. The rewriter also applies transformations that are always
known to be a good idea. As mentioned above, plan costs do not need to be considered at this stage.

The rewrite rules that the query rewriter applies are high-level specifications of valid QGM alternatives.
Each rule consists of a pattern-matching function that looks for specific conditions in the QGM, and an
action function that applies the transformation. Some examples of rewrite rules include:

* Primitives for manipulating the query graph,

* Nested rule applications,

* Controllable rule evaluation ordering (e.g., deferring lower priority rules to later), and
* Termination guarantees.

The rewriter also keeps track of the rules applied, enabling users to trace the origin of a query plan.

The query rewriter uses a rule engine to control the order and manner in which rules are applied. The rule
engine’s control strategies include:

* Sequential: Process the rules in a fixed, sequential order.
* Priority: Process the rules based on a pre-defined priority, with higher priority rules applied first.
» Statistical: Process the rules in a random order, with the distribution decided by the user.

Starburst gives the rule engine a budget for search (e.g., maximum number of rules applications). The rule
engine ensures that if the budget is exhausted, rule processing will stop at a valid and consistent QGM.

2.3 Plan Optimizer
After the rewriter has transformed the QGM, the Plan Optimizer will convert it into a physical plan using
its own set of rules.

Unlike rewriter rules, the plan optimizer’s rules transform higher-level QGM non-terminal operations into
terminal constructs (i.e., LOLEPOPs, the low-level plan operators). The plan optimizer’s rules may produce
multiple physical plans for the optimizer to cost and choose from. Each rule constructs new operators
from base operators that operate on tables, with rule parameterization allowing for flexibility in matching
conditions. Specifying the conditions under which a rule is applicable is generally more difficult than
specifying the action of the rule itself.
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2.3.1 Low-Level Plan Operators (LOLEPQOPs)

Low-Level Plan Operators (LOLEPOPs) are database operators that are interpretable at runtime. They
extend the relational algebra operators with additional functionality (e.g., ACCESS, STORE, SORT, SHIP). Each
LOLEPOP takes in one or more input tables to produce a single output table, where an input table is either
a stored table or an output from other LOLEPOPs. Parameters can also specify the flavor of a LOLEPOP
(e.g., whether a join is a hash join or a sort-merge join).

2.3.2 Strategy Alternative Rules (STAR)

Strategy Alternative Rules (STAR) are high-level declarative specifications of legal strategies for executing
a query. The STARs are named objects that define alternative definitions based on one or more LOLEPOPs
or other STARs. The STARs provide a system for creating higher-level constructs from primitive operators,
rather than explicitly converting logical operators into physical operators.

2.3.3 Plan Properties

Starburst also maintains query plan meta-data to describe the data characteristics and work performed by a
plan’s operators. This meta-data includes:

» Relational: Properties describing logical relationships (e.g., tables accessed, columns accessed).
» Physical: Properties describing physical characteristics (e.g., data location, ordering).
» Estimated: Properties that are estimated, such as cardinalities and costs.

The DBMS initially derives these properties from the base tables or access methods referenced in the plan.
The properties are then embedded in the plan and altered by LOLEPOPs when they are are added to the
plan. Because properties are first-class entities in the query plan, it is easier for the optimizer to reason
about how a transformation will affect a plan’s properties (e.g., sort order). This is unlike other systems
(e.g., Cascades) that track properties separately from the plan.

2.34 Glue

Glue are special STARs that find the cheapest plan satisfying the required properties for a query. They can
ensure certain plan properties by adding LOLEPOPs to the plan. This is similar to System R’s notion of
interesting orders, but since it is integrated as a STAR, it can be applied to any part of the plan.

Examples

We now study an example [2] of the full plan optimization process in Figure 3. Note that this example is
from DB2 and may therefore differ slightly from Starburst, but the general idea is the same. As shown in the
figure, we start at the high-level AccessRoot (T) STAR. The plan optimizer uses its rules to find alternatives
for this STAR, producing the SCAN LOLEPOP on the left branch and the A11IndexScans STAR on the right
branch. The plan optimizer continues to apply rules to the STAR on the right branch. This process continues
recursively until the plan optimizer reaches a STAR consisting of only LOLEPOPs. The generation of table
access alternatives is complete when all STARs have been expanded.

Another example that generates join alternatives for a JoinRoot (S,L) is shown in Figure 4.

15-799 Special Topics in Databases: Query Optimization
Page 6 of 8


https://15799.courses.cs.cmu.edu/spring2025/

Spring 2025 — Lecture #03 IBM Starburst

Generation of Table Access Alternatives

O Rules specify one or more alternatives, like a grammar

O Each alternative specifies a nesting of other rules or LOLEPOPs*

O Can have iterators (e.g. all indexes for a table — see red arrow)
AccessRoot(T)*
SCAN* IIIgdexScans
ListPrefetch IndexomANDmg
ReglindexScan
A FETCH FETCH FETCH
FETCH RIDSCN RIDSCN SORT(RID)
IndexScan SORT IXAND
IndexScan
SORT
IndexScan SORT
IndexScan IndexScan Indens IndexScan
 REFN: Guy M. Lohman, \ pdexscan
“Grammar-like Functional Rules

for Representing Query Exist
ool dores c * LOLEPOPS shown in ALL CAPS:
Indexes IXSCAN own in ;
SIGMOD S pp- 27 for T Rule names in green CamelCase

Figure 3: Example of Plan Optimization Process for AccessRoot STAR.
Generation of Join Alternatives

JoinRoot (S L)* * 8 = smaller set of quantifiers;
. L = larger set of quantifiers
JninDrdK)"Order(L,S)

JoinChoices(outer, inner)

NestedLoopJoins MergeJoins HashJoins
Join ‘
NLJOIN Predc MGJN (join-pred) w
NLJOIN o ,
eoumer A outer inner outer inner
+ Plans are stored based upon
Outer c outert TEMP quantifiers (tables) accessed
Orders innert (saves regenerating same plan)

NOTE: All rules were interpreted (read as data) in Starburst, but compiled in DB2 LUW!

REFN: Mavis Lee, Johann Christoph Freytag, Guy Lohman,
“Implementing an Interpreter for Functional Rules in « Query Optimizer” VLDB 1988: 218-229

Figure 4: Example of Plan Optimization Process for JoinRoot STAR.

2.3.5 Search Termination

There are four main strategies for terminating the search for the optimal plan:

* Wall-clock Time: Stop the search after a fixed amount of time.

* Cost Threshold: Stop the search when the cost of the current best plan falls below a predefined
threshold.

* Exhaustion: Stop the search when all possible enumerations of plans have been considered. This
strategy is usually performed per sub-plan/group. This is seldom used in practice.

* Transformation Count: Stop the search after a fixed number of transformations have been applied.
This technique produces consistent plans regardless of the system’s load and is therefore widely used
(e.g., by Starburst, DB2, SQL Server).
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